An Integrated Language Model
for

Automatic Speech Recognition'

Harvey Lloyd-Thomas

September 1995

YA thesis submitted to the University of Bristol in accordance with the requirements of
the degree of Doctor of Philosophy in the Faculty of EKngineering, Department of Engineering
Mathematics.



Abstract

With society’s ever increasing reliance on computers, speech is being considered as a
possible means of Man-machine communication. In particular there is much research
in the area of automatic speech recognition.

The way in which humans perceive and understand speech is not fully understood,
but speech perception experiments show that people use more than just the acoustic
signal when recognising speech. They use their knowledge of language and the subject
and context of a conversation, to make sense of what they hear.

For automatic speech recognition, in addition to acoustic modelling stages, lim-
ited models of the structure of speech and language can be incorporated to improve
performance, just as humans often seem to use additional knowledge.

There are two main approaches to building formal models of the syntax of lan-
guage: the statistical data-driven approach of models such as N-grams and the knowl-
edge based rule-driven approach of models such as context-free grammars.

Both N-gram based and grammar based approaches to language modelling have
their own respective strengths and weaknesses. In particular N-grams are limited
by their inherent local nature and the fact that they cannot generate any structural
representation of an utterance. Grammar models, unlike N-grams, are hard to train in
an unsupervised fashion but are more powerful in that they exploit explicit linguistic
rules.

Various hybrid language models have been built in an attempt to overcome these
problems and have been shown to improve performance. However, the partnering of
approaches in hybrid systems can be somewhat arbitrary and not necessarily based
on solid theoretical foundations. An integrated language model 1s therefore proposed
which closely combines a (partial) linguistic model of language within a flexible sta-
tistical framework. Structure is derived from probabilistic context-free grammar rules
and is linked with symbol bigrams between terminal and non-terminal symbols within
a parse forest representation.

The basic elements of the integrated language model are: a robust extended LR
parsing algorithm for ambiguous (and possibly incomplete) grammars, an unsuper-
vised training algorithm for symbol bigram and grammar rule probabilities, a fast
scoring algorithm and an algorithm to find new conceptual structures called trails, to
provide interpretations of an utterance.

An implementation of the integrated language model has been applied to the
modelling of airborne reconnaissance mission reports and better results are obtained
than those for standard N-gram and extended N-gram techniques. This is a task to
which traditional linguistic models could not be applied due to their inflexible nature.

Enhancements to the integrated language model are also proposed and it is sug-
gested that in addition to its application in automatic speech recognition, the inte-
grated language model could form the basis of a grammatical inference technique.



Acknowledgements

The work reported in this thesis was supported by the Engineering and Physical
Sciences Research Council (formerly the Science and Engineering Research Council)
and the Speech Research Unit, DRA, Malvern.'

I wish to thank my supervisor Jerry Wright for his guidance and assistance
throughout my postgraduate studies; Gareth Jones for many useful discussions con-
cerning my work; Nigel Lester for his help with programming challenges; Sue Brown-
ing, Martin Russell (my industrial supervisors) and Keith Ponting of the Speech
Research Unit, DRA, Malvern, for supplying the ARM data. Finally thank you to
Michael Carey and Eluned Parris of Ensigma Ltd., Chepstow, for employing me and
then allowing me time off, to work towards completing this thesis.

Also, thank you Barbara.

1Skre cask award ref. no. 91563357.



Declaration

Unless otherwise acknowledged, the content of this thesis is the original and sole work
of the author. No portion of the work in this thesis has been submitted by the author
in support of an application for any other degree or qualification, at this or any other
university or institution of learning.

Copyright (©) 1995 Harvey Lloyd-Thomas

1



Contents

Acknowledgements i
Declaration ii
1 Introduction 1
1.1 Overview . . . . . . o o e 2
1.2 Speech Communication . . . . . .. .. .. ... 0 L. 3
1.2.1 Speaking . . . . . ..o 3

1.2.2 Hearing . . .. . . .. 4

1.2.3 Understanding . . . .. ... ... 5

1.3  Computer Speech Processing . . . . . . . . .. ... .. ... ..... 6
1.3.1  Digital Signal Processing . . . . . . .. ... .. ... ... .. 6

1.3.2  Speech Synthesis . . . . .. .. .. ... 0oL 6

1.3.3  Speech Recognition . . . . . ... ... .00 6

1.3.4 Natural Language Understanding . . . ... .. .. ... ... 7

1.4 Thesis Organisation . . . . . .. . ... .. ... ... ... ... .. 7

2 Automatic Speech Recognition 9
21 Overview . . . . ..o 10
2.2 The Front-End . . . . . .. ... 12
2.3 The Pattern-Matcher . . . . . . .. ... o oo 12
2.3.1  Segmentation and Training . . . . . .. ... ... 12

2.3.2 The Recognition Task . . . ... ... ... 13

2.3.3 Hidden Markov Modelling . . . .. .. ... ... ... .... 13

2.3.4 The N-Best Paradigm . . . ... ... ... .......... 14

2.4 The Language Model . . . . . . . ... .. .. oo 15
2.4.1 Adding Context to an Utterance. . . . . . ... .. ... ... 15

2.4.2  Syntactic Structure . . . .. ... oL 16

2.5 Application of Automatic Speech Recognition . . . .. .. ... ... 16
2.5.1 Possible Areas of Application . . . . . ... ... ... ... 16

2.5.2  Responding to Spoken Input . . . . .. ... ..o 16

2.5.3 Semantic Structure . . . .. ... Lo 17

2.6 Evaluation of Automatic Speech Recognition . . . . .. .. ... ... 17
2.7 The Importance of Language Modelling . . . . ... .. .. ... ... 17

1



3 Statistical Language Models

3.1 Overview . . . . . e e e
3.2 The N-Gram Paradigm . . . . . .. ... ... oL
3.2.1 Theory . . . . . .
3.2.2  Training and Smoothing . . . . . ... ... ..o L.
3.2.3 Application . . ... oL
3.2.4 Effectiveness and Theoretical Justification . . . .. ... ...
3.3 Further Statistical Models . . . . . .. . ... ... ... ... ....
Linguistic Language Models
4.1 Overview . . . . o e e e e e
4.2 The Chomsky Hierarchy . . . . ... ... ... .. .. ... ... ..
4.2.1 Regular Grammars . . . . . .. ...
4.2.2 Context-Free Grammars . . . . .. ... ... ... ......
4.2.3 Context-Sensitive Grammars . . . . . . . .. .. ... ... ..
4.2.4 Unrestricted Grammars . . . . . . .. ... .. ... .....
4.3 Probabilistic Context-Free Grammars . . . . . .. ... .. .. ....
44 LR Parsing . ... .. ...
4.5  Grammatical Inference . . . . . . .. ... 0oL 0oL
4.6 Further Linguistic Models . . . . . . .. ... ... ... .. ... ..
4.7 Partial and Robust Parsing . . .. ... ... ... ... ... ...,
Hybrid Language Models
5.1 Overview . . . .. L e e e e e
5.2 Possible Hybrid Models . . . . . .. .. ... ..
5.2.1 Parallel and Pipeline Topologies . . . . . .. .. .. ... ...
5.2.2 Parse Tree N-Grams . . . . .. . ... ... ... .......
5.2.3 Combined N-Gram and Grammar Models . . . . . .. .. ..
5.2.4  Using Semantic Knowledge . . . . . .. ... .. ... ...
An Integrated Language Model: Theory
6.1 Overview. . . . . . . . e e e
6.2 Substring Parsing . . . .. ... ...
6.3 Training Algorithm . . . . . . . ... ... ...
6.3.1 Theory . . . . . .
6.3.2 Forward Pass . . . . ... ... .. ... ... ..
6.3.3 Backward Pass . . . ... ... .. ... ... ... . ...
6.3.4 Assigning Counts . . . . . . .. ...
6.3.5 Smoothing . . . . . .. Lo oL
6.3.6 Worked Example . . . . .. ... ... o000
6.4 Scoring Algorithm . . . . . ... oo
6.4.1 Theory . . . . . . .
6.4.2 Worked Example . . . . .. ... o000
6.5 Trails Algorithm . . . .. ... ... o
6.5.1 Theory . . . . . . .

v



6.5.2 Worked Example . . .. .. ... . 00000
6.6 Refinements . . . . . . . ..
6.6.1 Null Rules . . . .. . ... . ... .. .. ... ..
6.6.2 Pruning . . . ... ... oo
7 An Integrated Language Model: Implementation
7.1 Overview . . . . . o o e e e e e e e
7.2 Training Statistics . . . . ... .. Lo
7.3 Perplexity Calculations . . . . . .. .. ... o Lo
7.3.1 Theory . . . . . . o
732 Results. . . .. .. .
7.4 Decomposing Perplexity . . . . .. .. ... oL
741 Theory . . . . . . o
742 Results. . . ..
7.5 Re-Scoring of N-Best Lists . . . . . .. .. ... ... ...
7.5.1 Procedure . . . . ...
7.5.2  Dynamic Programming Matching Algorithm . . . . .. .. ..
7.5.3 Linear Correlation . . . . ... ... ... ... ........
7.5.4 Rank Correlation . . . . .. ... ... ... ...
755 Results. . . .o
7.6 Analysisof Trails . . . . . ... . oo Lo
8 Conclusions and Further Work
8.1 Overview. . . . . . .
8.2 Conclusions . . . . . . . .
8.2.1 Performance of the Integrated Language Model . . . . . . ..
8.2.2  The Quality of the ARM Data . . . . . ... .. ... .....
8.2.3 Complexity of Observed Structure . . . . . . . ... ... ...
8.3 Further Work . . . . . . . . .. ..
8.3.1 Incorporation of Word-Likelihoods . . . . ... .. ... ...
8.3.2 Weighting of Paths . . . . . .. .. ... o000
8.3.3 Application of Higher-Order or Extended N-Grams . . . . . .
83.4 Scoringof Trails . . . .. ... ... 0oL
8.3.5 Grammatical Inference . . . . . . ... ..o
8.3.6 Quantifying Grammar Coverage . . . . . . . .. .. ... ...
8.3.7 Analysis of Smoothing . . . ... ... ... 0oL
8.3.8 Software Development . . . . . ... ... ... ...
Bibliography

A Pseudo-Bayes Minimum-Risk Smoothing

Al

Theory

100
100
100
101
101
102
102
102
103

104

113



B The Airborne Reconnaissance Mission Data 116

B.1 Introduction . . . . . . . . . . . e 117
B.2 Vocabulary . . .. ... o 117
B.3 Corpora . . . . . . . . e 128
B.3.1 Sentences . . . . . . . . .. . ... 128

B.3.2 Reports . . . . .. 128

B.4 Grammars . . . . . . . .. e e e 129
B.4.1 Overview . . . . . . . . . e 129

B.4.2 arm.full . .. .. . . . . . .o 129

B.4.3 arm.775 . . . . .o 146

B.4.4 arm.702 . . . . ... 147

B.4.b arm.530 . . . . ... 148

B.5 Lattices . . . . . . . . . . e e 152

C Decomposing Perplexity 153
C.1 Theory . . . . . . . . e 154
D Implementation Performance Characteristics 156
D.1 Platform . . . . . . . . e 157
D.2 Substring Parsing . . . . . ... ..o oo 157
D.3 Training Algorithm . . . . . .. .. ..o oo 157
D.4 Scoring Algorithm . . . . ... ... 157
D.5 Trails Algorithm . . . . . ... .o oo 157

E List of Publications 162

vi



List of Figures

1.1

2.1
2.2

4.1
4.2
4.3
4.4
4.5

5.1
5.2
5.3
5.4

6.1
6.2
6.3
6.4

6.5
6.6
6.7

6.8

6.9
6.10

6.11
6.12
6.13
6.14

7.1

The speech communication process. . . . . . . ... .. ... ..... 3
The structure of a typical ASR system. . . . . ... .. .. ... ... 11
The structure of an HMM. . . . . . . . . ... 14
An example of LR parsing. . . . . . .. .. ... L. 30
An example of ambiguity in CFG’s. . . . . .. ... ... 31
An example of subtree sharing and local ambiguity packing. . . . . . 32
An illustration of word grammars. . . . . .. ..o oL 34
An illustration of link grammars. . . . . ... .. Lo 35
Under-generation and over-generation in language modelling. . . . . . 37
Hybrid parallel and pipeline topologies. . . . . . . ... .. ... ... 39
An illustration of parse tree N-grams. . . . . . . ... ... ... ... 40
Stages in the integration of N-gram and grammar models. . . . . . . 41
An illustration of a substring parser generated parse forest. . . . . . . 45
An example of substring parsing. . . . . ... oL 46
An illustration of paths through a parse forest. . . . . . .. ... ... 47
Diagram of the relationship between figures 9h0wmg parse foreq’rq and

figures showing isolated nodes. . . . . . . ... o000 49
The forward pass of the training algorithm. . . . . .. ... ... ... 50
The backward pass of the training algorithm.. . . . . . .. ... ... 51
An example parse forest and associated paths for a worked example of

the training algorithm. . . . . . . . .. .. ... .. o L 39
Forward and backward paths to nodes in an example parse forest for

a worked example of the training algorithm. . . . ... .. ... ... 56
The scoring algorithm. . . . . . .. ... ... ... L. 60
An example parse forest and associated paths for a worked example of

the scoring algorithm. . . . . ... .. ... ... o0 oL 62
An example parse forest for a worked example of the trails algorithm. 65
The trails found for a worked example of the trails algorithm. . . .. 67
Handling null rules. . . . . ... o000 o 69
Pruning parse forests. . . . . . . .. .. oo 70

Average number of nodes for sentences from the sentences. 1245 cor-
pus, without pruning, plotted against sentence length. . . . . . . . .. 74

vil



7.2

7.3

7.4

7.5

7.6

7.7

7.8

7.9

7.10

7.11
7.12

7.13

7.14

7.15

7.16

7.17

7.18

7.19

7.20

Average number of nodes for sentences from the sentences. 1245 cor-
pus, with pruning, plotted against sentence length. . . . . .. .. ..
Average number of paths for sentences from the sentences. 1245 cor-
pus, without pruning, plotted on a log axis against sentence length.

Average number of paths for sentences from the sentences. 1245 cor-
pus, with pruning, plotted on a log axis against sentence length. . . .
Average number of nodes for reports from the reports.249 corpus,
without pruning, plotted against report length. . . . . .. .. .. ..
Average number of nodes for reports from the reports.249 corpus,
with pruning, plotted against report length. . . . . . ... .. .. ..
Average number of paths for reports from the reports.249 corpus,
without pruning, plotted on a log axis against report length. . . . . .
Average number of paths for reports from the reports.249 corpus,
with pruning, plotted on a log axis against report length. . . . . . ..
Perplexity values for the sentences.500 corpus for models trained on
the sentences.1245 corpus. Also plotted are N-gram and extended
N-gram results on the same data. . . . . ... ... .. .. ... ...
Perplexity values for the reports. 100 corpus for models trained on the
reports.249 corpus. Also plotted are N-gram and extended N-gram
results on the same data. . . . . . . ..o 000000
Decomposing perplexity. . . . . .. ... L oo
Relative contributions to perplexity values for the sentences.500 cor-
pus for integrated language models trained on the sentences.1245
corpus, without pruning. . . . . .. ... . oo
Relative contributions to perplexity values for the sentences.500 cor-
pus for integrated language models trained on the sentences.1245
corpus, with pruning. . . . . . . .. . Lo
Relative contribution from the grammar element to perplexity values
for the sentences.500 corpus for integrated language models trained
on the sentences.1245 corpus, with pruning. . . . . . .. .. .. ..
Dynamic programming. . . . . . . . .. ...
Linear correlation figures averaged over 30 ARM N-best lists for inte-
grated language models trained on the reports.249 corpus. . . . . .
Rank correlation figures averaged over 30 ARM N-best lists for inte-
grated language models trained on the reports.249 corpus. . . . . .
Linear correlation figures averaged over 30 ARM N-best lists for inte-
grated language models trained on the reports.249 corpus, plotted
against perplexity. . . . . ... oo L o
Rank correlation figures averaged over 30 ARM N-best lists for inte-
grated language models trained on the reports.249 corpus, plotted
against perplexity. . . . . ... oL L o
Linear and rank correlation figures averaged over 30 ARM N-best lists
for N-grams and extended N-grams trained on the sentences.1245
corpus, plotted against perplexity. . . . . . .. ... oL

viil

74

75

75

76

76

77

77

79

79
82

84

84

89

88

90

90

91

91



7.21 Average number of trails per sentence for the sentences.500 corpus
for integrated language models trained on the sentences. 1245 corpus,

with pruning. . . . . ... 94
7.22 An example of trails found for a baseline parse forest. . . . . . .. .. 95
7.23 An example of trails found for a pruned parse forest. . . . .. .. .. 96
8.1 Complex structure from simplerules. . . . . . ... .. .. ... ... 99
A.1 Geometric interpretation of pseudo-Bayes minimum-risk smoothing. . 115

B.1 Part of the state transition network diagram for the ARM finite state

SYyNtax. . . . .. e e e 129
D.1 Seconds per sentence taken by the substring parser averaged over 1745
SENTENCES. . . . L Lo 158
D.2 Seconds per report taken by the substring parser averaged over 349
TEPOTtS. . . . e e e e e 158
D.3 Seconds per sentence taken by the training algorithm and by smoothing
averaged over 1245 sentences. . . . ... ..o L 159
D.4 Seconds per report taken by the training algorithm and by smoothing
averaged over 249 reports. . . . ... Lo 159
D.5 Seconds per sentence taken by the scoring algorithm averaged over 500
sentences. . . ... L. L 160
D.6 Seconds per reports taken by the scoring algorithm averaged over 100
TEPOTES. . . . e e e e e 160

D.7 Seconds per sentence taken by the trails algorithm averaged over 500
sentences. . ... Lo L 161

ix



List of Tables

6.1
6.2

7.1
7.2
7.3

7.4

7.5

-~
(@]

7.7

7.8

Partial scores for a worked example of the scoring algorithm. . . . . .
Reduced lists for a worked example of the trails algorithm. . . . . ..

ARM corpora characteristics. . . . . . . ... Lo
ARM grammar characteristics. . . . . .. ... .o 000000
Perplexity values for the sentences.500 corpus for models trained
on the sentences.1245 corpus and for the reports.100 corpus for
models trained on the reports.249 corpus. . . . . . . . ... .. ..
Perplexity values for the sentences.500 corpus for N-grams and ex-
tended N-grams trained on the sentences.1245 corpus and for the
reports.100 corpus for N-grams and extended N-grams trained on
the reports.249 corpus. . . . . . . . ...
Relative contributions to perplexity values for the sentences.500 cor-
pus for integrated language models trained on the sentences.1245
COTPUS. « v v e e e e e e e e e e e e e
Correlation figures averaged over 30 ARM N-best lists for integrated
language models trained on the reports.249 corpus. . . . . . .. ..
Correlation figures averaged over 30 ARM N-best lists for N-grams and
extended N-grams trained on the sentences.1245 corpus. . . . . . .
Average number of trails per sentence for the sentences.500 corpus
for integrated language models trained on the sentences. 1245 corpus,
with pruning. . . . . . ...

78

80

85

89

92



Chapter 1

Introduction



INTRODUCTION 2

1.1 Overview

[Language] makes infinite use of finite media.
— Wilhelm von Humboldt!

Speech is undoubtedly the most common and important means of communication
between people. With society’s ever increasing reliance on computers, speech is now
being considered as a possible means of communication between Man and machine.

Nearly all information processed by computers originates from and is ultimately
used by people. At present, the accepted way of entering this information is via a
keyboard, but with the now widespread use of computers there are many people who
do not have the necessary keyboard skills to use them effectively [4, 53]. There is a
need for a method of data entry which would be far more intuitive to a user. There
is also the potential of new applications being created, by new ways of entering data.

Alternatives to the keyboard do exist (such as mice), but none are as general
in scope, in terms of the types of information that can be entered. Speech would
however, be as versatile as a keyboard and more importantly would require no special
training from the point of view of users [77]. It is therefore natural that speech should
be considered as an ideal channel for Man-machine communication.

Speech communication is the transfer of information from one person (or machine)
to another via speech. When humans use speech to communicate, gestures not re-
flected in the speech signal such as head and hand movements are also normally part
of face-to-face communication. Although there is some research into combining such
extra sources of information along with the speech signal [7, 19, 70], artificial speech
systems currently rely purely on the speech signal alone.

The speech signal that is produced and perceived by humans (and now by ma-
chines) conveys different types of information: such as who is talking and perhaps
from their accent something about a person’s background. Most importantly though
speech conveys a linguistic message.

The linguistic information conveyed by speech can be considered equivalent to the
information conveyed by a written transcript of an utterance, but with the following
provisos:

e Words can have the same spelling but different meanings and pronunciations.

o Conversely, different words with different meanings and spellings may sound the

salne.

Also the written form of language usually gives no clues as to intonation or the gestures
which may have accompanied an utterance and which are capable of conveying subtle
linguistic information. Spoken language can also be far less grammatical than written
text and tends to be full of pauses, false starts and repetition.

171, p. 84].
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Production Man Perception
Synthesis Machine Recognition

Figure 1.1: The speech communication process.

Speech communication can also be viewed in terms of information theory [91,
ch. 13], where there is a transmitter, a channel and a receiver, with the addition of
noise to the speech signal in the channel [3].

In general terms both human and machine speech communication processes can
be split into two distinct areas:

o Speech production, the act of speaking and the machine counterpart of speech
synthesis.

o Speech perception, the act of hearing and the machine counterpart of speech
recognition and natural language understanding.

The overall picture is shown in Figure 1.1, while a general introduction to Man-
machine communication via speech is given in [33, 67].

1.2 Speech Communication

1.2.1 Speaking

Human speech production mechanisms, the processes by which we convert mental
thoughts or ideas into sounds, are well understood, at least at the mechanical level [33,
ch. 2].

Speech is produced by articulators of the vocal-tract: the vocal-cords, tongue,
lips, teeth, velum and jaw. It is the relationship between the positions and motions
of these articulators that generate the sounds of a language. The movements of the
articulators are controlled voluntarily (if subconsciously) to convey a specific meaning
or message.

The acoustic signals thus generated can be represented by a relatively small set of
discrete sounds, which are largely independent of age, gender and speaker, but which
tend to be fairly consistent across the language being spoken. The units of speech with
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the properties just listed are called phones. Phones are the physical manifestation of
the more abstract acoustic speech units called phonemes. The phoneme is defined as
the smallest unit of speech where substitution of one phoneme for another could make
a difference to the meaning of a spoken word. Different accents and pronunciations
can change the sound of a word but not to the extent that it becomes a new word. A
loose analogy is to consider phonemes as the speech equivalent of letters in written
text.

Different languages have different phoneme vocabularies, with there being a large
degree of overlap between similar languages.” The phonemes (or phones) of a language
can relatively easily be divided into two broad classes:

o Vowels where there is unrestricted airflow during production which gives rise
to steady state phenomena.

e (Consonants where the airflow is generally restricted at some point during emis-
sion, often by the teeth or tongue. This gives rise to more transient speech
phenomena.

These broad classes can be further divided based on the production mechanisms
involved.

Even though we perceive the information conveyed by speech as discrete words
it is important to realise that the speech signal is inherently continuous. In natural
flowing speech there are no pauses between words; unlike words on a printed page
separated by whitespace. The acoustic signal is continuous, while linguistic units are
discrete.

In addition to the fact that speech is a continuous phenomenon, two other major
sources of difficulties for computer speech systems are:

o Coarticulation where a word can be pronounced slightly differently depending
upon the context of surrounding words. The phones at word-boundaries in such
situations can merge or be dropped, this is particularly noticeable for shorter
words such as ‘a’ and ‘the’.

o Prosody which covers possible variations in the tone or pitch, duration, timing
and intensity of speech. Phones aren’t the only carrier of linguistic information,
prosodic features can indicate such things as the mood of a speaker and by
stressing certain words questions can be asked.”

1.2.2 Hearing

There are two phases to speech perception, hearing where sounds are registered in
the brain and understanding where the neural representations of sounds are decoded
into the contents of the speech message.

2A set of around forty-four phonemes can be used to represent any utterance in the English
language.
3In Chinese (Mandarin) the tone of speech can be needed to determine some words’ identities.
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The manner in which the human ear generates nerve pulses representing acoustic
features has been studied in some depth [33, ch. 3]. How the speech signal is finally
understood is more complex.

1.2.3 Understanding

People mainly use speech to communicate ideas and concepts. Words and sentences
are not an end in themselves, merely tools for transferring more abstract notions.
Hence language and therefore speech are really just ways of coding ideas and thoughts:

Is thought dependent on words? ... Or are our thoughts couched in some
silent medium of the brain ... and merely clothed in words whenever
we need to communicate then to a listener? No question could be more
central to understanding the language instinct.

— Steven Pinker*

Speech perception experiments [57, 96] show that people use more than just the
acoustic signal when listening, to help in recognising speech. Listeners use higher level
information when interpreting a spoken utterance. Familiarity with a speaker and
the subject of a conversation aids perception and when available, visual cues or facial
gestures can also assist. People utilise the context of what is spoken to anticipate
future words in the flow of speech. If a word cannot be immediately recognised, the
following words often help.

Experiments have shown that listeners have faster reaction times to words than
phones, suggesting that even at the lower levels of speech, people integrate higher
level structure into the recognition process [71, ch. 6].

At this point it is appropriate to introduce the concept of redundancy in speech
and language [85].° The fact that you can have a conversation with someone in a
noisy environment is evidence of redundancy. Noise is added to what is actually
heard and to some extent the speech is being corrupted, yet the original message can
still be decoded. A combination of bottom-up acoustic analysis and the top-down
application of context and of knowledge of a subject, can be used to piece together
the most likely sequence of words spoken, given the actual sounds heard. Information
from one source can help to fill in potential gaps (perhaps due to noise) in other
information sources.

Sometimes, even in a quiet environment certain words or phrases cannot be suc-
cessfully decoded without some higher level knowledge.® In such situations prosody
can play a role in aiding the understanding of an utterance. Speakers can vary their
rhythm and intonation to help listeners identify syntactic structure which may be am-
biguous given the word-sequence alone, although it is usually conversational context
that is the biggest aid in resolving uncertainty during the recognition process.

471, p. 56]
, p- 56].
5¢Ths sntnc entns n vwls bt cn stll b ndrstd!” is an example that demonstrates the redundancy
present in written language.
5For example ‘recognise speech’ and ‘wreak a nice beach’.
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1.3 Computer Speech Processing

1.3.1 Digital Signal Processing

Digital signal processing (DSP) of speech is concerned with how the speech signal can
be described by some set of acoustic features observable in the waveform or spectrum
of the speech. There are two key reasons for transforming a continuous speech signal
into a set of discrete parameters:

e A more economical representation of the information is generated by the trans-
formation, making further processing possible by reducing the computational
task.

e During the transformation redundant and irrelevant information is (one hopes)
discarded in favour of more representative features.

In addition to being a first step in computer speech recognition, DSP of speech is
widely applied in the areas of speech compression and speech coding for telecommu-
nications.

1.3.2 Speech Synthesis

Speech synthesis is the process by which a computer can speak [33, ch. 6]. To produce
understandable, albeit unnatural sounding speech is a not a particularly difficult task.
However, although understandable, many current systems remain a long way from
clear fluent speech that could be mistaken for a human.

Speech synthesis will not be considered further, except to note that models of
speech production can give insights which can lead to improved models of perception
for speech recognition [75, 6].

1.3.3 Speech Recognition

Speech recognition seems to be an intrinsically more difficult problem to tackle
than speech synthesis; probably because of the asymmetric nature of the synthe-
sis/recognition relationship. Artificially generated speech may in some cases sound
rough and clearly unnatural, but it can often still be understood. This is because
hearing does not just involve the mechanical aspects of the ear, hearing involves pro-
cessing by the brain and at this stage the concept of hearing starts to merge with that
of understanding. People use their knowledge and experiences to set what is heard
in some broader context, allowing them to correct for poor performance in speech
synthesis systems.

It is exactly this correction capability which speech recognition systems need to be
able to copy, in order to perform well. This is difficult because it involves attempting
to mirror the essentially unknown processes of human understanding, introducing a
higher order of complexity to the problem of speech recognition, when compared to
that of speech synthesis.



INTRODUCTION 7

Closely related to the task of speech recognition are the areas of speaker identifi-
cation, language identification, word-spotting and topic-spotting.

1.3.4 Natural Language Understanding

Following the acoustic stages, limited models of the structure of speech and lan-
guage can be incorporated into computer speech recognition systems to improve per-
formance, just as humans usually use additional knowledge to supplement what is
heard.

For the purposes of a rudimentary understanding of natural language purely struc-
tural (grammatical) information, the syntaz of a language, is built upon by adding
models of meaning, the semantics of a language. Syntax and semantics are indepen-
dent:

Colourless green ideas sleep furiously.
— Noam Chomsky”

So there is a hierarchy of levels of information present in the speech signal. From
acoustic features, to linguistic and syntactic structure, to the ultimate meaning and
semantics of an utterance.®
Aiding speech recognition systems by using higher level syntactic knowledge in

addition to low-level acoustics is the focus of the work described in this thesis.

1.4 Thesis Organisation

Chapter 1 A general overview of speech communication processes both Man and
machine.

Chapter 2 An introduction to automatic speech recognition and the importance of
models of the structure of language in such systems.

Chapter 3 A brief tutorial on statistically motivated models of language; in par-
ticular bigrams, which are combined in the integrated language model to be

described in Chapter 6.

Chapter 4 A brief tutorial on linguistically motivated models of language; in partic-
ular probabilistic context-free grammars, which form the basis of the integrated
language model to be described in Chapter 6.

Chapter 5 A survey of some hybrid models of language which incorporate aspects
of both statistical and linguistic models.

‘71, p. 88].
81t is interesting to note that many of the same modelling techniques can be applied at multiple
levels in the hierarchy, for example statistical approaches.
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Chapter 6 An integrated language model is described which closely combines a lin-
guistic model of language within a flexible statistical framework.

Chapter 7 Results for the performance of the integrated language model when ap-
plied to the modelling of airborne reconnaissance mission reports are presented.

Chapter 8 Finally the performance of the integrated language model is assessed and
further development of both theory and practical implementation suggested.



Chapter 2

Automatic Speech Recognition
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2.1 Overview

The task of automatic speech recognition (ASR) is to attempt to identify the word-
sequence which correctly corresponds to some given acoustic speech data. One way
of framing this problem is to state that we want to find the word-sequence W which
maximises the probability of W given the acoustic speech data A [3]. There will be
many potential word-sequences which will be possible matches to a spoken utterance:
we want to find the best match, corresponding to the highest probability. So the task
can be expressed as

A

W = argmax P(W|A). (2.1)
w
From Bayes’ theorem of conditional probability

PW)P(AIW)
P(A)

P(W]A) =

Since P(A) will be constant for a given utterance and does not depend on W, max-
imising P(W]A) is equivalent to maximising P(W)P(A|W). So Equation 2.1 can be

rewritten as

A

W = argmax P(W)P(A|W). (2.2)

Here P(A|W) measures the likelihood of the acoustic signal given a word-sequence
hypothesis and P(W) is the a priori probability of a particular word-sequence.

To implement the theoretical model of the ASR task outlined in Equation 2.2,
most practical systems are built from the following stages:

o A front-end usually based on DSP techniques to perform acoustic pre-processing
of the speech signal.

e A pattern-matcher for the recognition of individual phonemes (phones) or words.
The pattern-matcher gives the term P(A|W) in Equation 2.2.

o A language model to help clarify ambiguity and uncertainty [31] introduced
during the earlier recognition stages, by using syntactic information. Given a
possible word-sequence a language model supplies a measure of how likely a
hypothesis is, given the constraints embodied in the model; this is the term

P(W) in Equation 2.2.

e An application which takes a structural representation of an utterance and
possibly adds meaning, leading to some resulting action or process.!

The structure of a typical ASR system is shown in Figure 2.1, which illustrates the
reduction in search space afforded by each stage and the possible constraints that
later stages can impose on the search at lower levels.

Broadly, ASR systems can be classified by three characteristics:

'To close the loop and give feedback from an application, a system could also include a speech
synthesiser.
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o Whether they can recognise isolated-words or continuous-words.
o Whether they are speaker-dependent or speaker-independent.
o Whether they have a small-vocabulary or a large-vocabulary.

So there is a spectrum of possibilities from the simplest isolated-word, speaker-
dependent, small-vocabulary systems to the most complex continuous-word, speaker-
independent, large-vocabulary systems. There is a trade-off between the constraints
of a particular system, its accuracy and need for processing power. In general moving
from either isolated-word, speaker-dependent or small-vocabulary to continuous-word,
speaker-independent or large-vocabulary respectively, can mean a reduction in per-
formance and a corresponding increase in computational requirements; reflecting the
increasing complexities of the tasks involved.

Overviews of ASR are given in general in [58, 33, 67] and in more detail in [73, 52],
while a more abstract approach is taken in [60, 61].

2.2 The Front-End

The front-end interfaces the physical world of the speech signal to the other stages
of an ASR system. It consists of some sort of microphone or telephone connection
followed by either electronics or DSP routines to parameterise the speech signal into
a form suitable for further processing by computer (for the reasons given in Sec-

tion 1.3.1).

2.3 The Pattern-Matcher

2.3.1 Segmentation and Training

For efficient processing input is often divided into segments of some linguistic signif-
icance. In text-to-speech systems symbols on paper or stored as ASCII codes can be
easily divided into words and/or letters; the segmentation is inherent in the repre-
sentation of the text. For ASR systems the speech signal (at best) contains only an
indication of phone and word boundaries.

The problem of correctly segmenting an utterance leads to the compromise in
speaking style demanded by isolated-word systems as one solution. The alternative
approach used by continuous-word systems is for the system to be based around
a search algorithm that maintains a record of the multiple segmentations possible
for an utterance; the best segmentation being decided once additional information
is available. Continuous speech recognition systems are usually based on sub-word
units for this reason.

Isolated-word systems essentially avoid the segmentation problem and so can be
based upon word units as well as sub-word units.

Whatever the architecture of an ASR system, training requires a set of example
utterances of the system’s vocabulary to be made available, either by being spoken
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directly or from previously made recordings. For a system based on word units, the
length of a training session tends to be proportional to the number of words in its
vocabulary. Obviously there will be some limit on the amount of time people will be
prepared to spend training a system, therefore limiting its potential vocabulary size.

Alternatively, if a system is based around smaller units such as phonemes, then
as only a finite (small) number of phonemes are needed to construct any word, a
potentially infinite vocabulary could be recognised without the need for large amounts
of training data. There is just a need to build models of the individual phonemes, not
all possible words. These models can then be concatenated to derive word models
using a pronunciation dictionary [111].

2.3.2 The Recognition Task

To recognise words, phones or other units of speech, an unknown segment of acoustic
data is matched in turn against the acoustic models (built during a training phase)
in a system’s vocabulary.? The best-fit model is then chosen as the match to the
unknown. So ASR can be viewed as a pattern-recognition problem.

The most successful technique for ASR system pattern-matching stages, is the use
of hidden Markov models (HMM’s) (Section 2.3.3), although some systems use other
techniques: dynamic time warping and neural networks being examples.

There are two key challenges for the pattern-matching stage to overcome:

o [nter-speaker variation between the same word, uttered by different speakers.

o [nira-speaker varialion between the same word uttered by the same speaker,
but in different contexts.

Human listeners modify their expectations when hearing synthetic speech, as they
would if they heard a strange dialect or a foreign accent. In ASR however, it is the
computer that must adapt. It is easier to produce one synthetic voice which many
humans can then be expected to adapt to. It is not so easy to design one recogniser
which can recognise many different people accurately. One compromise is to make
the task of the computer easier by making systems speaker dependent (Section 2.1).

The recognition task then, is to build models which are flexible enough to dis-
tinguish between different words (or whatever appropriate unit), while recognising
different utterances of the same word as being the same.

2.3.3 Hidden Markov Modelling

An HMM is a model A = (S, A, B, m) which consists of a finite set of states S, an initial
probability distribution 7 over S, a set of transition probabilities A between states
and a set of observation probability distributions B associated with the states.
During the recognition process the parameterised representation of an input ut-
terance is divided into a sequence of frames. An HMM starts in some initial state

2There may be a distinction here between the vocabulary of acoustic sub-words units and the
vocabulary of words a system can recognise.
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Figure 2.2: The structure of an HMM.

and for every incoming frame a transition can occur (as allowed by the transition
probabilities of the model) to a new (or possibly the same) state. In each state an ob-
servation can be emitted as controlled by the associated probability distribution and
so the model can generate a sequence of observations as each frame of an utterance
is seen, shown schematically in Figure 2.2.

An HMM can be built for each lexical unit in a recogniser’s vocabulary and the
observation sequences generated by the different models can be matched against the
incoming speech to determine the most likely match.

The transitions allowed between states can be constrained to mirror the essentially
temporal nature of speech and the stochastic properties of a model can account for
the variability inherent in speech.

For ASR two important problems for HMM’s are:

e (iven an observation sequence O representing an unknown utterance and a set
of models of the form A = (S5, A, B, ), P(O|)) needs to be calculated for each

model to allow the best match to be chosen.?

¢ The parameters of a model A = (S, A, B, 7) need to be adjusted during training
to maximise P(O|A) for the training data given the model being trained.

Solutions to these problems and more detailed introductions to HMM’s are given

in [72, 73].

2.3.4 The N-Best Paradigm

Speech recognition systems make errors and to make recovery from these errors pos-
sible a system can present the N-best possible hypotheses for an unknown utterance,

3In practice P(0, T|A) is usually maximised where [ is a state sequence.
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instead of just giving the single best match [82, 81]. Further knowledge sources can
then be applied to this N-best list to select the best. Alternatively a user can choose
to be presented with other possibilities if they consider the best match to be wrong.

Large N-best lists can be inefficient in terms of the cost of the application of higher
level knowledge sources, because the alternative hypotheses often only differ in minor
respects and so there is much repetition of work. This can be an important factor for
further processing of N-best lists. One solution to the redundancy present in N-best
lists is the use of word-lattices or word-graphs to represent alternative word-sequences
compactly.

N-best lists, word-lattices or word-graphs are commonly used as the interface
between the pattern-matcher and language model stages of ASR systems, helping to
reduce the search space of higher level models [66].

2.4 The Language Model

2.4.1 Adding Context to an Utterance

Knowledge of acoustics and phonetics are only first steps in understanding speech.
In addition one needs knowledge of the lexicon, syntax and semantics of a language.

Due to noise or poor pronunciation the acoustic information in an utterance may
not be enough to uniquely identify a spoken word (although it may be enough to
constrain the possibilities). Also consider the case of the words ‘to’, ‘too’ and ‘two’;
however good the initial stages of an ASR system, it will never to able to distinguish
between these three words using acoustics alone.

The two cases cited again show the need for additional information to be applied
to the recognition process. Indeed there is some evidence from human perceptual
experiments that this lack of information in the speech signal itself, is a fundamental
characteristic of speech.

In ASR systems language models are used to partly emulate the way people use
common sense knowledge about the vocabulary and syntax of their language, to make
sense of what they hear and to predict (subconsciously) what they expect to hear next.

There are two complementary approaches to building formal models of the syntax
of language:

e The statistical data-driven approach (statistical language models, described in

Chapter 3).

e The knowledge based rule-driven approach (linguistic language models, de-
scribed in Chapter 4).

Statistical language models calculate P(W) from the distributions of words and
phrases, seen in large amounts of training data. Linguistic language models rely
on sets of formal rules describing the grammar of a language or some subset of a
language. These rules are usually hand-crafted, although there is research in the field
of grammatical inference which is attempting to automate this process. Probabilities
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can be associated with the usage of the rules of a model and P(W) can be calculated
for a given hypothesis.

2.4.2 Syntactic Structure

Some representation of the syntactic structure of an utterance is needed if speech is
to be processed further (and understood) at higher conceptual levels.

Statistical language models fail in the respect that the model of language they
embody is purely implicit in the statistics. Values of P(W) can be assigned to word-
sequences only.

Linguistic language models though, can generate an extra layer of symbolic infor-
mation on-top of the original word-sequence. This can take the form of parts-of-speech
assigned to words and phrases or a listing of the formal rules that constrain a par-
ticular utterance. This new information can then be passed to following stages in a
system.

2.5 Application of Automatic Speech Recognition

2.5.1 Possible Areas of Application

Possible areas where ASR systems [4, 34, 53, 90] could make an impact include:

o Making computers easier to use and therefore more accessible to people who
are not computer literate (this is probably the most important potential appli-
cation).

o The use of computers over the telephone, especially with the ever increasing
numbers of mobile phones.

e Transcription or voice-input word-processing.

e In industry to allow data entry while people are using their hands for other
tasks.

o Allowing people with certain handicaps to make better use of computers.

2.5.2 Responding to Spoken Input

Two potential applications of speech recognition technology are word-processing and
database interrogation [4]. In the case of a voice-input word-processor the application
has to do little more than transcribe the incoming speech. A database system however,
would need to take the understanding and interpretation of speech further, in order to
deduce what information it is being asked to provide. To do this some type of semantic
model (incorporated into the database system) would have to be constructed.
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2.5.3 Semantic Structure

For the example of a database interrogation system a semantic model could be con-
structed by gradually filling in key items in some template or schema, describing a
particular situation. The information needed to fit such a template would be identi-
fied and extracted from spoken commands and utterances given to the system. Then,
when a structure representing a complete request or command is finally formed, the
information conveyed could be acted upon.

At this point a speech synthesiser could be used to start a dialogue in order to
reinforce what has been said, prompt for missing information in the semantics of an
utterance and to query misunderstood or poorly recognised words.

2.6 Evaluation of Automatic Speech Recognition

It may seem obvious that the best measure of the performance of an ASR system would
be word recognition error-rate. For dictation word recognition accuracy is indeed of
great importance. For database retrieval (or some other control application) it is
the overall meaning of an utterance which matters. In this situation a system might
concentrate on recognising keywords over less important filler words.

For continuous-word ASR systems word error-rate measures can become less mean-
ingful. A continuous-word ASR system might generate two or more hypotheses for an
utterance, of different lengths. It is no longer enough to just count the number of
incorrect words with reference to the original utterance, to assess the system’s per-
formance. There may not be a 1-1 mapping between the words in the utterance and
a hypothesis and so more complex measures based on the minimum number of in-
sertions, deletions and substitutions needed to transform a hypothesis to the original
utterance, are often used.

A separate issue is the design of ASR systems from the point of view of users [32,
99]. Aspects include the vocabulary of systems and their behaviour when they are
unsuccessful in recognising a person. A connected area is the simulation of computer

4 To test users’

speech processing systems using Wizard of Oz (wWoz) techniques.
interaction with speech systems before they are actually implemented, the place of
the machine can be taken by a human pretending to be the machine; this is the woz

technique [23].

2.7 The Importance of Language Modelling

The main difficulty facing ASR systems is that the acoustic variation present within
the same word, when spoken several times, is often larger than the variation between
different words. This implies that at the level of the pattern-matcher a zero error-rate
will never be achieved. People, although they sometimes have to ask for a sentence to
be repeated, often overcome this problem by using their knowledge of the subject and

4 After the book and film of the same name.
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context of a conversation to fill in misheard words (which they can instantly dismiss as
making no sense) with similar sounding but more appropriate words (usually without
realising). Knowledge of the world also means that people can often derive meaning
from a sentence which is ungrammatical, by responding to keywords or phrases which
make sense in some wider context.

Within artificial systems a language model can supply a limited description of
the structure of language. This allows mistakes at the level of the pattern-matcher
to be overridden, if a different (but similar sounding) choice of word would lead to
a more grammatical sentence. There is an implicit assumption that a grammatical
sentence, in the context of a particular application or domain, is more likely to be
spoken than an ungrammatical one. Adding syntactic structure to an utterance, as
well as allowing the correction of recognition errors, also opens up the possibility
of building semantic models of sentences. This can lead to the identification of the
keywords and phrases of an utterance and hence towards an ultimate understanding
of 1ts meaning.
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3.1 Overview

A simple yet in practice powerful technique for language modelling for ASR is the
use of statistical language models. The task of a statistical language model in the
context of an ASR system is to provide an estimate of the probability P(W) of a
word-sequence W (Section 2.1). If a word-sequence W is defined as

W = wy, wy,ws, ..., w,, (3.1)
then
P(W) = P(wy,wy,ws,...,w,),
= P(w1)P(wa|wr) P(ws|wi, ws) ... P(wn|wy, w, ws, ... wn_y).

However, it is not possible to reliably estimate all the conditional probabilities re-
quired. So, in practice, the following approximation is made

P(w;|wy, wy, w3, ..., wi—1) & P(w;|wi_ny1, ..., wi—1),
giving .
P(W) ~ D;P(wﬂwi_]\r_,_l,...,wi_l), (3.2)
where a word is dependent on only_the N —1 preceding words, not all preceding words
in the sequence.

3.2 The N-Gram Paradigm

3.2.1 Theory

Models based on the approximation in Equation 3.2 are known as N-gram models.

Even N-gram probabilities are difficult to estimate reliably and so NV is usually limited

to N =1, N =2or N = 3, giving unigram, bigram and trigram models respectively.
The simplest model is the unigram where

P(W) ~ [] P(w).

=1

The unigram model uses only the relative frequencies with which words occur to
calculate an approximation to P(W).

Bigram and trigram models are better approximations, a bigram is based on like-
lihoods of word-pairs and is defined as

POV) % Plon) [T Pl (33

while a trigram is based on likelihoods of word-triples and is defined as

P(W) &~ P(w;)P(w,|w) [ﬁ P(wi|wi_2,wi_1)] ) (3.4)

=3
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Often, a special marker § is used to label the beginning and end of word-sequences.
Introducing this marker allows statistics relating to the likelihoods of certain words
starting or ending an utterance to be incorporated into models. So if Equation 3.1 is
now taken to be

W = §,wy,wq, w3, ..., w,, 93,

the bigram model (Equation 3.3) becomes
POV) = Plwnfs) | TT Plaocn)| PiSTon)
1=2
while the trigram model (Equation 3.4) becomes

P(W) &~ P(wy|$)P(w;]$,w;) [ﬁ P(wi|wi_2,wi_1)] P($|wp—1,wy).

1=3

N-gram models can also be applied between classes instead of words, where a
class may be a part-of-speech or some other category to which words can be assigned.

3.2.2 Training and Smoothing

One of the attractions of N-gram models is the ease with which they can be trained
relative to some other language models. It is straightforward to count occurrences
of words, word-pairs or word-triples in a large corpus of representative text. From
the statistics gathered probabilities then need to be assigned to all possible words,
word-pairs or word-triples as appropriate.

Consider a word-pair (the following applies equally well to any N-gram model)
that has occurred r times in a training corpus of N word-pairs. The obvious way to
calculate an estimate of the probability of the word-pair within the current domain
is to use r/N; this is known as the mazimum-likelihood estimator (MLE).

If there was an infinite amount of training data then the MLE could be used to
form a bigram language model, however, even for large training corpora it is likely
that there will be many word-pairs which do not occur even once." The square of the
size of the vocabulary is often much larger than the total number of word-pairs in a
training corpus. So a bigram model constructed using this approach would class most
potential word-sequences as impossible; any component P(w;|w;—1) = 0 will give the
result P(W) = 0.

There are many techniques to smooth models, to compensate for this inadequate
coverage of training corpora. In practice smoothing involves adjusting the frequen-
cies of observed word-pairs (assuming a bigram model) to redistribute counts over all
possible word-pairs. The crudest method available is to set some small floor proba-
bility for all possible N-gram components. Usually however, more refined smoothing
techniques are used to give better estimates of N-gram probabilities.

!Class N-grams are less sensitive to the sparseness of training data.
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A common approach is to base N-gram probabilities on an interpolation [62] of
lower-order distributions (which can be more reliably estimated and may themselves
be smoothed), thus

Py = (1 — )25 4 g,

N
where
P(k) = probability estimate of class k,
N(k) = count of class k,
N = total observations,
g(k) = a more general distribution of k£ (a unigram for example),
and

« = a smoothing parameter which can be optimised, with 0 < o < 1.

One alternative is the following combination, for trigram probabilities
p(wc|wa7 wb) = /\lf(wc|waawb) + /\Qf(wc|wb) + /\Bf(wc)7

where fis the frequency of occurrence and the weights A1, Ay and A3 are appropriately
chosen. A related idea is to back-off to lower order N-grams when higher-order ones
are unreliable or do not exist [47]. The weighted average N-gram [65] is a model
based along these lines, where a weighted average of probabilities from the previous
word, the previous two words and so on, is computed to give an approximation to
P(w;|w;_, ..., wi—1), where k is chosen to be the largest phrase length for which
values can be reliably calculated.

When estimating relative frequencies and smoothing parameters a standard tech-
nique to use is the held-out method [62]. This requires the training data to be split
into two parts: a retained part for estimating frequencies and a held-out part for
estimating optimal parameters. An extension to the held-out method is the leaving-
one-out method [62, 63]. The leaving-one-out method divides training data into a
retained part of N — 1 samples, with just one sample as the held-out part. This pro-
cess is then repeated with all possible N samples as the held-out sample. All samples
are therefore used in both the retained part and the held-out part and a more effective
use of training data is made.

Enhancements to some basic smoothing techniques are considered in [13], while
the pseudo-Bayes minimum-risk smoothing used for the work detailed in this thesis
is given in Appendix A.

3.2.3 Application

Given a word-sequence W, calculating P(W) from an N-gram model is a trivial mat-
ter of multiplying together the component N-gram probabilities. Frequently though,
N-gram models are used to constrain the acoustic search of pattern-matchers, mean-
ing that the N-gram calculations are combined within the search of possible matches
and hypotheses. Various search algorithms have been developed to apply N-grams in
this way [82].
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3.2.4 Effectiveness and Theoretical Justification

In real systems N-gram models perform well [111].? Theoretically however, N-grams
appear to be weak given the complexities of language.

It is only the superficial ordering of words that N-grams model, so why do they
work so well? Tt seems intuitive that in language many links must occur between
distant elements of a sentence, in terms of both syntax and semantics. The reason
behind the success of models which can only capture local structure, must therefore be
that there is a larger proportion of grammatical links within a window of a few words,
within the typical sentence [86, 22]. This appears to be true at least for English and
other languages with a well defined word order. It is also possible that to a certain
extent N-gram models simultaneously capture limited semantic information [40].

N-gram models have the advantages of simplicity and the ease with which they
can be trained in an unsupervised fashion. Another important factor for ASR systems
is that N-gram models are not computationally demanding.

Of course, as noted, not all linguistic structure can fall within the limited scope
of an N-gram and so it should be possible to improve upon their performance using
different approaches which model this missed structure [40]:

A sentence 1s not a chain but a tree.
— Steven Pinker®

Another potential disadvantage (depending on the application) is that N-gram
models do not generate any structural representation of an utterance, limiting any
further interpretation or processing by higher level natural language understanding
stages.

A final weakness is that most N-grams have to be trained on written text (because
of a lack of adequate amounts of transcribed speech for this purpose), whereas they
are to be applied to spontaneous speech. This is a problem because of the major
differences that exist between written text and speech, as highlighted by looking
at the most common 5-grams in the SWITCHBOARD [28] corpus of conversational
telephone speech: ‘uh-huh, uh-huh, uh-huh, uh-huh, uh-huh’, ‘as a matter of fact’,
‘yeah, yeah, yeah, yeah, yeah’, ‘I think a lot of” and ‘it was nice talking to’ [4].

So the limitation of the local nature of basic N-gram models is obvious [40] and
it is therefore natural to develop the underlying principles of these models to statis-
tical associations at a distance. There are various possible approaches to this end
(Section 3.3).

Further research into finding statistical associations within language is detailed

in [64, 93, 76].

2Although limited to trigrams because of storage requirements and the need to reliably estimate
the parameters of a model.

3[71, p. 97].
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3.3 Further Statistical Models

o Content-word N-grams model associations between keywords or content-words,
by ignoring filler words that occur in a sentence between more informative

keywords. See [38, 37].

o Phrase N-grams recognise that spontaneous speech contains many often-used
short phrases. Commonly occurring phrases (found using some optimal criteria)
are added to an extended vocabulary of a system as atomic items, these phrases
can then be incorporated into an N-gram framework in the normal way. See [25,

24].

e Long distance N-grams predict a word w; based on a word or words w;_g, in
the case of a long distance bigram, where d is not fixed. With £ long distance
bigrams the following approximation is made

k
P(wi|wi_k, R wi_l) ~ Z )\dP(wi|wi—d)7

d=1
where ); is optimised based on training data and k& = 10, for example. See [35].

o Faxtended N-grams relax the constraint of a word being dependent on immedi-
ately preceding words by allowing a word to be dependent on the most infor-
mative preceding words, within some window. The choice of which preceding
words are most informative is based on a mutual information criterion between
pairs of words. Mutual information values are derived from associations between
words in some training corpus, without the constraint of these words needing

to be adjacent. See [104, 103].

o Probabilistic dependency is based on a similar approach to extended bigrams,
with the approximation in Equation 3.3 being replaced with

=1

where the assignment j(i) for + = 1,...,n denotes which words are depen-
dent upon each other and P(w;|wy) is by definition equal to P(w;). Mutual
information values are again used as the criteria for assigning values of j(1).

See [14, 11, 102, 54, 69, 86].
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4.1 Overview

The expressive power of a language is determined by its underlying grammar. A
language can be defined as a set of sentences where each sentence is a string of words
from the vocabulary of the language. A grammar is a finite way of specifying this
potentially infinite set of sentences.

For a language with only a finite set of sentences, a list of all possible sentences
would be enough to completely specify the language. Most languages of interest
however, are not finite. To specify an infinite language the usual approach is for a
grammar to take the form of a set of rules that can characterise the grammatical
sentences of the language. This type of grammar is known as a phrase structure
grammar and can be formally defined as

G = (TaN7Pa$>a
where
T = a finite set of terminal symbols,
N = a finite set of non-terminal symbols,
P = afinite set of production rules of the form a — 3 where a, 3 € {N UT}*,
$ = an element of N called the start symbol.

The notation {N U T'}* denotes the set of all strings of symbols in {N UT} and T*
denotes the set of all strings of symbols in T', where terminal symbols are the words
in the vocabulary of a language.

A grammar defines a language recursively:

1. $ is a well-formed expression.
2. If y1avys 1s a well-formed expression and if @« — 3 € P then 7,87, is also a

well-formed expression, where a, 3,7, ... denote strings in {N U T}*. This is
written as vy a2 = v1072.

3. A well-formed expression in T™ is called a sentence and the set of all sentences

generated by G is called the language L(G).

If there exists a sequence

Qp, Oy, Qgy ey O,
of k+ 1 strings in {N U T}* such that
a;_ = 1 <0<k,
then this is a derivation of ay from agy, written as
Qo = QO or Qg = Q0.

Thus
LG ={W:(WeT)AESW)}.
Restricting the form of the production rules in P gives rise to a hierarchy of
possible grammars: the Chomsky hierarchy.
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4.2 The Chomsky Hierarchy

4.2.1 Regular Grammars
Each production is of the form

A—a or A — aB,
where A, B € NandaeT.

4.2.2 Context-Free Grammars

Each production is of the form

A= B,
where A € N and g € {NUT}

4.2.3 Context-Sensitive Grammars

Each production is of the form

N AV = 1By,
where A € N and 3,v,72, € {N UT}*

4.2.4 Unrestricted Grammars

Each production is of the form
a— 3,

where a, 3 € {N U T}*.

4.3 Probabilistic Context-Free Grammars

The concept of grammar in human languages is familiar and it seems appropriate to
apply formal mathematical grammars to the task of natural language processing for
ASR.

From the Chomsky hierarchy it is context-free grammars (CFG’s) which are of
interest for ASR systems. Context-sensitive and unrestricted grammars are both com-
putationally intractable in general, while regular grammars can be shown to be related
to N-gram type models, whose deficiencies have been noted (Section 3.2.4).

In ASR systems language models are used within a probabilistic framework (Sec-
tion 2.1). In order to match this environment CFG’s are extended to probabilistic
conlext-free grammars (PCFG’s).

In a PCFG each rule A — [ is assigned a probability, where the probabilities
associated with all the rules with a common non-terminal symbol on their left-hand
sides, sum to one. A derivation

Aoy Xy Oy vy O,y
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where ag = § and a;, = W and a corresponding sequence of rules
mm,ro,..., Tk,

where «;_; = «; is derived using rule r;, now has associated with it a corresponding
sequence of probabilities belonging to the rules used at each step in the derivation

P(r1), P(r2),..., P(rg).
This gives the derivation probability

k

PW) =[] P(ry)-

=1

The question of how to derive a set of rules and assign probabilities to them is
addressed in Section 4.5.

4.4 LR Parsing

Given a PCFG and a hypothesis an ASR system needs to be able to find a derivation
of the hypothesis using the production rules of the PCFG and to calculate P(W).

Algorithms that apply a set of production rules to a sentence in order to find a
derivation are known as parsers. For parsing for ASR, stack based LR parsers [1,
ch. 4] are often used, where LR is left-to-right with rightmost derivation, describing
the mode of operation of the algorithm. The LR parsing algorithm is best described
using an example. Take the following trivial CFG

T = {det,n,v},
N = {$,s,NP,VP},
P = {$-—Ss,S— NP VP,NP — det n,VP — v NP}.

In future, grammars will be written thus:

S -> NP VP
NP -> det n
VP -> v NP

By definition terminal symbols are those symbols which do not appear on the left-
hand side of any rule, the remaining symbols are therefore non-terminal symbols.!
An extra rule § — A is implied where A is the non-terminal symbol on the left-hand
side of the first rule. To specify a PCFG probabilities will precede each rule.

The basis of LR parsing is four actions:

!Sometimes pre-terminal symbols replace terminal symbols in production rules, the set of terminal
symbols being mapped onto a smaller set of pre-terminal symbols. For example, pre-terminal symbols
may be parts-of-speech and terminal symbols the actual words in the vocabulary of a language.
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e The shift action reads the next symbol in the input if it is valid. The parser’s
internal state is altered to reflect this.

o The reduce action takes a sequence of symbols which occur on the right-hand
side of a production rule and when they are seen in the input, they are replaced
or reduced to the symbol on the left-hand side of the rule.

e The accept action signals that the end of an input string W has been reached
and a derivation § = W has been found.

e The error action signals that an invalid next symbol has been encountered in
the input and therefore a full derivation does not exist. An error state is reached
and the input string is rejected as ungrammatical.

Consider the short sentence ‘det n v det n’ shown in Figure 4.1. The actions of
a LR parser processing this sentence are:

1. A shift action s#! is applied to the first word, Figure 4.1(a).

2. A shift action s#?% is applied to the second word, Figure 4.1(b). This allows the
rule NP — det n to be applied, reducing r#! the first and second words.

3. A shift action s#3 is applied to the third word, Figure 4.1(c).
4. A shift action s#* is applied to the fourth word, Figure 4.1(d).

5. A shift action s#° is applied to the fifth word, Figure 4.1(e). This allows the
rule NP — det n to be applied, reducing r#?% the fourth and fifth words. This
allows the rule VP — v NP to be applied, reducing r#2 the third word and the
non-terminal symbol generated by r#2. This allows the rule S — NP VP to
be applied, reducing r#* the non-terminal symbols generated by r#! and r#3,
(Implicitly the non-terminal symbol S generated by r#* is further reduced to
the start symbol §$.)

6. The parser now reaches the end-of-sentence marker, Figure 4.1(f), invoking the
accept action indicating that the derivation is complete.

The final structure in Figure 4.1(f) is called a parse tree and provides a pictorial
representation of a derivation.

The possible actions a LR parser can take at any point are read from a parsing table
which is computed a priori from the production rules of a grammar [1, ch. 4]. For
whatever current state the parser is in and for a given next word in the input, there
will always be only one valid entry in the parsing table: either shift, reduce by some
rule, accept the input string or enter an error state. Each entry also contains a new
state for the parser to enter. So the LR parser’s operation is completely deterministic.
This means that the basic LR parser can only handle unambiguous grammars.

Unambiguous grammars are only a subset of CFG’s, to successfully model natural
language (which is rich in ambiguity) a parser is needed which can handle ambiguous
CFG's: the extended LR parser [94] is such a parser.
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Figure 4.1: An example of LR parsing.
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$§ det n v det n prepdet n §
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A NAVARN VA

$§ det n v det n prepdet n §

Figure 4.2: An example of ambiguity in CFG's.

Consider the following ambiguous CFaG:

31

S -> NP VP

S =>S PP

NP -> det n
NP -> NP PP
VP -> v NP

PP -> prep NP

The sentence ‘det n v det n prep det n’ shown in Figure 4.2 demonstrates the
ambiguity present in the grammar; there is more than one possible derivation of the

sentence allowed by the rules of the grammar.

In order to handle ambiguous grammars the parsing table for an extended LR

parser may contain multiple entries at certain locations. If the parser reaches a
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$§ det n v det n prepdet n §

Figure 4.3: An example of subtree sharing and local ambiguity packing.

multiple entry it in effect duplicates itself and pursues the different derivations possible
in pseudo-parallel [94].

The potential ambiguity of a sentence can grow exponentially as its length in-
creases. To reduce the impact of this trend an efficient representation of multiple
derivations of the same sentence is used. The parse trees in Figures 4.2(a) and 4.2(b),
although different, contain several common structures.? These common structures or
subtrees can be represented once and can then be shared by the alternative deriva-
tions; this is known as subtree sharing.

When at some point the same sequence of words has been reduced to the same
non-terminal symbol, but by different sets of rules, the common symbols at the roots
of the alternative derivations can be merged, this is known as local ambiguity packing.

The ambiguous derivations in Figures 4.2(a) and 4.2(b) are represented in Fig-
ure 4.3 using subtree sharing and local ambiguity packing (shown by the box), this
new structure is known as a parse forest.

To disambiguate an ambiguous sentence people use prosody and semantics, while
these knowledge sources can be used within ASR systems [36, 68], at the level of CFG’s
no attempt is made to identify a correct interpretation from multiple derivations.

Returning to PCFG’s, derivation probabilities can be calculated with reference to
the rules used during the parsing of an input sentence.® For ambiguous sentences
the overall derivation probability of a sentence is the sum of individual derivation
probabilities.

2The common structures are the NP subtrees spanning the first and second words, the NP subtrees
spanning the fourth and fifth words and the PP subtrees spanning the sixth, seventh and eighth words.

3An alternative to PcFG’s for probabilistic LR parsing is to make the approximation
P(w;|wy, ..., wi_1) & P(w;|Q;), where @; is the current state of a LR parser after parsing the word-
sequence wi, ..., w;—1. A refinement to this approach is to replace ); with the actual sequence of
symbols on the parser’s stack [27, 26].
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It is also possible to compile rule probabilities directly into the parsing table [101],
this allows a suitable extended parser to predict likelihoods of different symbols being
seen next in the input. In this way a parser can be coupled directly to the acoustic
search [106, 46]. However, for reasons of efficiency, language models based on PCFG’s
are usually applied as a post-processing stage to N-best lists, word-lattices or word-
graphs generated by an acoustic (usually HMM based) pattern-matcher.

The implementation of basic LR parsers is straightforward, but to cope with am-
biguous and uncertain input in real-time, great attention must be paid to the ef-
ficiency (in terms of both computation and storage) of both algorithms and data
structures [94, 106].

4.5 Grammatical Inference

Whereas N-gram models record statistics describing how language is used, grammar
models attempt to prescribe a priori rules and constraints on the structure expected
in an utterance.

At present, sets of rules describing a given domain have to be hand-crafted by
linguistics. This is a time consuming and difficult task and is a major weakness
of grammar based language models. Ideally an unsupervised method of inferring
grammars from example is required.

Given the starting point of a corpus S+ of representative sentences from a lan-
guage (a second corpus S— of unrepresentative, ungrammatical sentences may also be
available), the aim of grammatical inference is to estimate a grammar G to describe
and generalise the training corpus S+. There has been much theoretical work in this
area [29, 9], but there appears to be little practical application.

One approach which can be used with some success is the inside-outside algo-
rithm [49, 50, 18]. The inside-outside algorithm extends some of the training tech-
niques of HMM’s (Section 2.3.3) to PCFG’s and can be used to estimate sets of produc-
tion rules or just the probabilities associated with rules. The inside-outside algorithm
however, has two inherent problems:

o [t is of high computational complexity.
o [t does not necessarily converge on a linguistically motivated set of rules.

Approaches to these problems have included bootstrapping the algorithm with addi-
tional knowledge [87], such as building upon core grammars, constraining the rules
allowed and the use of a priori phrase boundary information. However, the use of
these techniques still do not currently lead to results which can build language models
that can compete with automatically training N-gram models, in terms of reducing
the error rate of real systems.

An alternative approach that has been applied to machine learning problems is
the use of genetic algorithms (GA’s) [30, 16]. These algorithms are inspired and
motivated by evolutionary processes in the biological world and have been applied to
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Figure 4.4: An illustration of word grammars.

the problem of grammatical inference [108, 109, 54|, although only to toy examples
with limited success so far.*

Other approaches exist [56] and a more complete survey of grammatical inference
is given in [55], while many of the issues of finding structure in language are examined
in depth in [21].

4.6 Further Linguistic Models

o Unification grammars are an extension to CFG’s to incorporate such attributes
as tense, gender and number. Extra bookkeeping in a parser can then insure
correct agreement between these attributes within a sentence. See [12].

o Word grammars are based on the concept of a dependency relation between
a head word and a dependent word. Syntactic rules are expressed by listing
the dependency requirements of words or word classes. Deciding whether a
sentence is grammatical is then a case of satisfying the dependency requirements
of the words in the sentence. This process builds a dependence tree covering a
sentence in a complementary way to probabilistic dependency (Section 3.3); an
illustration is given in Figure 4.4. See [22].

o Link Grammars are based on the premise that most sentences in most natural
languages have the property that if arcs are drawn connecting pairs of words that
are related, then these arcs will not cross. A link grammar consists of a set of
words, each of which has a linking requirement. A sentence is then a member of
the language defined by a link grammar if there exists a way to draw arcs or make
links between the words of the sentence, such that: the links do not cross, the
links connect all words together and the links satisfy the linking requirements
of each word. If the linking requirements of a simple vocabulary are shown in
Figure 4.5(a), then Figure 4.5(b) illustrates how the linking requirements are
satisfied for a simple sentence. Link grammars have much in common with
word grammars and have been extended to form probabilistic models of which
N-grams can be thought of as a special case. See [88, 48, 17].

*1t should be noted however, that the form grammar rules take in that they are strings of symbols,
lends 1tself well to the representational paradigm of GA’s.
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Figure 4.5: An illustration of link grammars.

4.7 Partial and Robust Parsing

In order to cope with near grammatical input, parsing algorithms are adapted to
generate partial parses of sentences for which full derivations cannot be found. In
contrast to left-to-right LR parsers, island driven parsers work outwards from starting
points in the sentence expanding the fragments of a sentence that are covered, until
islands of structure ultimately merge to form a complete parse [15]. If a full parse
fails then there will still exist islands of structure covering fragments of a sentence,
in place of no structure.

Partial parsing can be adopted as the normal mode of operation for a language
model in order to cope better with spontaneous speech [2] or can be used as a back-
up strategy to give robust parsing of input. A simple approach to robust parsing
for LR type parsers is to skip (in some systematic manner) terminal symbols seen
in the input which would otherwise have halted the parser. This allows features of
spoken language such as repetition and filled pauses to be handled in an otherwise
grammatical sentence [83, 26, 51, 74]. A further important aspect of partial parsing
is the inclusion of algorithms within a probabilistic framework [41, 89].
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Natural Language

N-Gram Model

Figure 5.1: Under-generation and over-generation in language modelling.

5.1 Overview

Both N-gram based and grammar based approaches to language modelling have their
own respective strengths and weaknesses.

N-gram language models are purely statistical in nature and involve no explicit
modelling of the higher level structures known to exist in language. A further weak-
ness is that N-gram models generate no syntactic descriptions and indeed make no dis-
tinction between grammatical and ungrammatical sentences, apart from (one hopes)
assigning higher probabilities to grammatical or near grammatical sentences. In some
respects though, this can be considered one of the strengths of an N-gram model.
All potential word-sequences are considered possible, even if only with a very small
probability.!

In contrast simple grammar based models are totally inflexible in the sense that
if a word-sequence falls outside of the rules of the model, even if only in some minor
way, then the model will fail to score the word-sequence, the approach is in general
not probabilistic and so when a parse fails P(W) = 0 has to be set. Speech tends
to be fluid in its structure and so being able to score near grammatical input is an
important issue for successful language modelling for ASR.

The different coverage afforded by different models is shown in Figure 5.1. If
natural language is taken as a basis, the coverage required of a language model for
some limited ASR task will be some subset. An N-gram model trained for a particular
task will be able to score all potential utterances within the task domain, but will
also allow many utterances from outside of the task and outside of the normal usage
of language; this is known as over-generation. A PCFG written to model the same
task will over-generate to a small extent, but will also tend to suffer from under-
generation where certain valid utterances are not covered. This is a consequence of
the near impossibility of constructing sets of rules that can exactly describe all but
the most trivial of tasks.

! Assuming the parameters of the model have been suitably smoothed.
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So while grammar based models should be favoured over N-grams because of
their explicit structural approach, their behaviour when faced with near grammatical
input is undesirable. Take the example of the two points in Figure 5.1 representing
two similar utterances near the boundary of the coverage of the grammar model.
The boundaries in Figure 5.1 need to be blurred; membership of language should
be a matter of degree, not a hard decision. Building hybrid language models is one
attempt to overcome these problems and challenges.

5.2 Possible Hybrid Models

5.2.1 Parallel and Pipeline Topologies

In its simplest form a hybrid language model can consist of competing N-gram and
grammar models, each working independently on word-sequences generated by some
preceding pattern-matching stage, as in Figure 5.2(a). The model which best identifies
an utterance is automatically selected to score a particular hypothesis. For grammat-
ical input the grammar, with the benefit of a more constrained model, should be
more successful in correctly scoring an utterance. The N-gram model is used as a
backup when an utterance is heard which doesn’t strictly conform to the rules of
the grammar, allowing a score to be generated when the grammar model would have
otherwise rejected the utterance.

Alternatively, separate models can be arranged in a pipeline topology, as in Fig-
ure 5.2(b). This arrangement allows the search space of possible hypotheses to be
progressively constrained by applying higher level knowledge sources; first acoustics
at the sub-word and word level, secondly statistical associations between words and
finally explicit linguistic rules.

The pipeline topology has the attraction that it reduces the computational task
associated with the application of more complex language models by filtering the
hypotheses that they consider. Although with a pipeline there is always a danger of
pruning the correct hypothesis at an earlier stage. See [42, ch. §].

5.2.2 Parse Tree N-Grams

Parse tree N-grams provide a simple approach to combining statistical associations
within the framework of the formal rules of a grammar. A parse of a sentence can be
represented by the sequence of terminal and non-terminal symbols given in the order
that they are seen when the sentence is parsed: from left-to-right and bottom-up. For
the example given in Figure 5.3 the unique sequence is $, det, n, NP, v, prep, det, n,
NP, PP, VP, S, §, it then becomes possible to apply N-gram modelling techniques to
such sequences to generate scores, for example by applying a bigram to the sequence

P(W) =~ P(det|$)P(n|det)P(NP|n)P(v|NP) x

P(prep|v)P(det|prep)P(n|det)P(NP|n) x
P(PP|NP) P(VP|PP)P(S|VP)P($]S).
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Figure 5.3: An illustration of parse tree N-grams.

See [105, 107], this approach to scoring parse trees has similarities to that described
in [27, 26].

5.2.3 Combined N-Gram and Grammar Models

Partial and robust parsing techniques (Section 4.7) can be applied to utterances to
find the maximal syntactic structure present. Fragments of an utterance can then
be replaced by the single non-terminal symbols they are reduced to and N-gram
models can be applied to the resulting hybrid sequence of terminal and non-terminal
symbols. There are several possible stages to the integration of N-gram and grammar
models in this simple way. For the partial derivations shown in Figure 5.4(a), for some
word-sequence $,w;y, ..., ws, $, three general possibilities are:

e Figure 5.4(b): only the initial grammatical phrase is found by some partial
parsing strategy, giving the sequence

$7 X27 Wy, Ws, We, W7, Wg, $

e Figure 5.4(c): the grammatical phrase with the largest span is found, giving the
sequence
$, w1, Wo, W3, X5, ws, $

e Figure 5.4(d): all possible grammatical phrases are found, giving the sequence

$, Xy, X5, X, 8.

Some examples of actual implementations of combined models which have aspects
in common with the approaches just outlined are:

e In [80] word-graphs are parsed and scored using a combination of acoustic scores
and a statistical language model, while a linguistic grammar is used to give
symbolic constraints on possible hypotheses.
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Figure 5.4: Stages in the integration of N-gram and grammar models.
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e In [59] a phrase structure grammar is transformed into a finite state syntax so
that it can be applied directly to the recognition search.

e In [84] scores are built up from layered bigrams of the form P(C|BA A = B(C)
between nodes in a parse tree generated by a robust parser.

e In [10] an N-gram model is used to score hypotheses found by an island-driven
parser.

e In [89] N-gram probabilities are computed from PCFG’s, thus compiling a higher
level grammatical model into a lower level statistical one.

Extensions to these ideas lead to the integrated language model to be described in
Chapter 6, a new hybrid language model which closely combines a (partial) linguistic
model of language within a flexible statistical framework.

5.2.4 Using Semantic Knowledge

For systems whose aim is speech understanding as opposed to pure speech recognition,
it is often possible to derive the correct meaning of an utterance even when some
words are misrecognised. Obvious examples of such systems are database enquiry
engines which can combine semantic templates of keywords and phrases, required
to build a meaningful enquiry, as additional knowledge sources in an ASR system.

See [45, 39, 110].
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6.1 Overview

As discussed in Chapter 5 hybrid language models can give improved performance
in ASR systems. The partnering of approaches however, can be somewhat arbitrary
and not necessarily based on solid theoretical foundations. Therefore an integrated
language model is proposed which combines partial structure derived from a PCFG
element with symbol bigrams between terminal and non-terminal symbols within and
between islands of grammatical structure.

If the PCFG element offers full coverage of a domain then the model has all the
power of a traditional grammar based language model in generating structural descrip-
tions of utterances. At the other extreme it is possible for the grammar element to be
empty, in which case the model is essentially equivalent to a simple word-bigram. Un-
like other approaches [42, ch. 8] a continuous range of possible models between these
two limits will exist. Membership of a language describing a task domain therefore
becomes a matter of degree with a blurring of the boundary between grammatical and
near grammatical input, allowing for more robust processing of spontaneous speech.

The basic elements of the integrated language model are:

e A robust extended LR parser for substring parsing. The parser identifies all
grammatical structure present in an utterance but does not require either a full
coverage grammar or an utterance to parse overall. Ambiguity and null rules are
handled and a parse forest representation of the possibly incomplete structure
found is returned. See Section 6.2.

o A lraining algorithm based on paths linking nodes in a parse forest represen-
tation. Symbol bigram counts are accumulated over a corpus based on the
number of paths that link different pairs of symbols. Grammar rule probabili-
ties are based on counts of paths through nodes derived by different rules. See
Section 6.3.

o A scoring algorithm, again based on paths, which accumulates symbol bigram
and grammar rule probabilities over the paths through the structure associated
with an utterance, to generate a score. See Section 6.4.

o A trails algorithm which finds the highest level paths covering an utterance
providing interpretations, of which there may be many. See Section 6.5.

Results for the performance of an implementation of the integrated language model
are reported in Chapter 7 and Appendix D.

6.2 Substring Parsing

The basis of the integrated language model is a robust extended LR parsing algorithm
for ambiguous PCFG’s, known as the substring parser.

The substring parser is in eflect a normal LR parser extended to handle PCFG’s
and ambiguity (Section 4.4). The parser is applied successively to all possible phrases
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Figure 6.1: An illustration of a substring parser generated parse forest.

within a word-sequence, the (partial) derivations found for these phrases are then
combined to generate a parse forest covering the complete word-sequence.’

The parser is driven by a parsing table which can contain multiple entries to allow
for ambiguity and which makes every non-terminal symbol accessible from its start
state. Extra error entries are added to the parsing table for any terminal symbols in
the vocabulary that are not present in the grammar. There is no requirement for a
full coverage grammar.

The output from the substring parser is a possibly empty parse forest covering
the word-sequence parsed. An illustration of a parse forest generated by a substring
parser is shown in Figure 6.1, where the nodes represent terminal w; or non-terminal
X; symbols. Figures 6.2(a) to 6.2(f) show the individual phrases for which islands of
structure are found, which combined give the overall structure shown in Figure 6.1.
Note that for this example there is no derivation which spans the complete word-
sequence wy, . . ., wry, a traditional parser would therefore have generated no structure,
while the substring parser is able to identify the grammatical substrings shown.

The next step in the application of the integrated language model, for both train-
ing and scoring, is the tracing of all possible paths through the structure present.

Define a sentence of length I as

W =$,wq,...,wrp,$,

1At present the substring parser is implemented using a depth-search strategy and a stack-list
data structure to handle ambiguity [94, ch. 2]; there are two consequences of this. Firstly the search
strategy means the current implementation has to be applied to completed utterances, structure
cannot be built up synchronously as an utterance is spoken. Secondly the stack-list implementation
is known to require exponential time for ambiguous grammars. A more efficient graph-structured
stack implementation [94, ch. 2] would overcome this limitation, but would be far more complex,
though the same output would be generated. However, the grammars that are being used exhibit
very little ambiguity and speed of execution is currently not an issue. The parsing algorithm as
implemented is also inefficient with respect to the parsing of all possible phrases within a word-
sequence, which can involve much duplication of effort.
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Figure 6.2: An example of substring parsing.
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Figure 6.3: An illustration of paths through a parse forest.

For a non-terminal symbol A the notation
span(A) = (1,7), 1 < 7,

is used to denote the partial derivation such that A is the node at the root of a subtree
which covers or spans the word-sequence wy, ..., w;. Equivalently, this can be written
as (Section 4.1)

A wi, ..., w;.
For a terminal symbol

span(w;) = (1,1).
A path can then be defined as a sequence of terminal and non-terminal symbols or

nodes

$,X1,...,Xk,...,XK,$,
such that

span(X;) = (1,m),
span(Xg) = (n, L),

and in general

span(Xj_1) = (m,i—1),
span(Xy) = (1,7),
span(Xaw) = (4 1n)

for some m and n where m < n.

The possible paths through the structure illustrated in Figure 6.1 are shown in
Figure 6.3. For the case of an empty grammar there will be no parse forest and a
single path will exist through the words of the word-sequence being processed.
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6.3 Training Algorithm

6.3.1 Theory

The training of the integrated language model is unsupervised and based on the
following steps for each sentence in a training corpus:*

o A sentence is parsed by the substring parser.

o All possible paths, through the associated parse forest found by the parser, are
traced.

e Global symbol bigram and grammar rule counts are incremented by the propor-
tions of total paths for a sentence that link and pass through different nodes.

Total symbol bigram and grammar rule counts are then smoothed and normalised to
give symbol bigram and grammar rule probabilities.?

The algorithm is based on nodes not paths for efficiency and is in two parts. The
first part of the algorithm involves a left-to-right pass through a parse forest to trace
the total paths through the forest. However, the forward pass cannot anticipate in
advance a path between two nodes that may branch at a later node. So while the
total paths found to the end of the sentence will be correct, the number of paths
between any two nodes may need to be corrected to take into account branching at a
later point. A right-to-left backward pass is therefore necessary in order to correctly
distribute paths between nodes once the degree of branching at each node has been

fixed.

6.3.2 Forward Pass

The forward pass operates in a left-to-right fashion, to calculate information used by
the following backward pass:

1. Initialisation: the number of forward paths f(Y) = y from the start node §$ to a
node Y that spans words wy, ..., w,, for some n, is equal to the local ambiguity

a at node Y,* Figure 6.5(a).

2. Body: the number of forward paths f(Y') = y from preceding nodes X; that span
words Wy, , . .., w, for some m; to a node Y that spans words wg41,...,w,, for
some n, is equal to the sum of forward paths f(X;) = z; to nodes X;, multiplied
by the local ambiguity a at node Y, Figure 6.5(b).

See also Figure 6.4.

2Tt is assumed that a set of rules forming the grammar element of the model have been indepen-
dently generated, either by hand or with the aid of some grammatical inference technique.

3No probability re-estimation is involved.

4Recall, local ambiguity is when at some point the same sequence of words has been reduced to
the same non-terminal symbol, but by different sets of rules.
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Figure 6.4: Diagram of the relationship between figures showing parse forests and figures
showing isolated nodes.
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Figure 6.5: The forward pass of the training algorithm.
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Figure 6.6: The backward pass of the training algorithm.
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6.3.3 Backward Pass

The backward pass operates in a right-to-left fashion, to correctly distribute the total
paths calculated in the forward pass:

1. Initialisation: the number of backward paths b(X) = ¢ from the end node $ to
a node X that spans words w,,, ..., wr, for some m, is equal to the number of

forward paths f(X) = z from node X to the end node $, Figure 6.6(a).

2. Body: the number of backward paths b(X) = ¢ from following nodes Y; that span
words w41, ..., Ww,,, for some n;, to a node X that spans words w,, ..., wy, for
some m, is equal to the sum of backward paths b(Y;) = u; to nodes Y;, multipled
by factors which allow for the degree of branching to the right of nodes Y;, all
multiplied by the number of forward paths f(X) = z to node X, Figure 6.6(b).

3. Conclusion: the number of backward paths ¢ from a following node Y that spans
words wi,...,w,, for some n, to the start node §, is equal to the number of

backward paths b(Y) = u to node Y, Figure 6.6(c).

See also Figure 6.4. The total number of paths 7" through the parse forest associated
with a sentence is then the sum of all backward paths to the start node §, given by

T => b)),
where span(Y;) = (1, n;), for some n,.

6.3.4 Assigning Counts

Once all possible paths have been found for a sentence, the number of paths linking
and passing through different nodes are divided by the total number of paths (dis-
tributed over any local ambiguity) to give proportions of total paths between and
through the different nodes.

The purpose is to credit elements of the model (the individual symbol bigrams
and grammar rules), in proportion to the number of paths that use an element, as
observed in the training data.

First, symbol bigram counts are initialised

C(B;]A) < 0.

Then in general, for a symbol bigram transition between two nodes X and Y;, Fig-
ure 6.6(b), where the symbol at node X is A and the symbol at node Y; is B;,” a
global count over the corpus, C(B;|A), will be incremented by the quantity

Ta;U;

C(Bi|A) < C(B)A) + 224, (6.1)

%

5A distinction is made between uniquely identified nodes X and Y; in a parse forest and the
(pre-)terminal or non-terminal grammar symbols A and B;, with which these nodes are labelled.
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where the quantity za;u;/y; is the number of paths that follow a particular link
between two nodes, with

x = the number of forward paths to X,
a; = the local ambiguity at Y},

u; = the number of backward paths to Y;,
y; = the number of forward paths to Y;,

and
T = the total number of paths through the parse forest.

Similarly for grammar rules, counts are initialised
C(A—p)<=0.

Then, if the rule used to derive a symbol A at a node X, Figure 6.6(b), is A — 3,
then a global count over the corpus, C(A — ), will be incremented by the quantity

C(A— p)<=C(A—=B)+t/T, (6.2)

where
t = the number of backward paths to X,

and again
T = the total number of paths through the parse forest.

After all counts have been accumulated for all sentences in a training corpus, global
counts are smoothed to define an integrated language model.

6.3.5 Smoothing

In the absence of a suitable lower-order probability estimate for rule probabilities,
grammar rule probabilities P(r;) are obtained from rule counts C(r;) by smoothing
with the addition of a floor probability

P,(Ti) = C(Tﬁ) + 1,

and then normalising
P'(ri)
2 Pr(ri)
To obtain symbol bigram probabilities a different technique is used: pseudo-Bayes

P(r;) =

minimum-risk smoothing (Appendix A).°®
First unigram counts C'(s;) are inferred from bigram counts C'(s,|s;) thus

Csi) =2 C(sjlsi).

SUnpublished experiments by Dr J.H. Wright of the University of Bristol, have shown this to be
a robust smoothing technique when compared to alternatives.
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Unigram probabilities P(s;) can then be obtained from these unigram counts by
smoothing with the addition of a constant A,

P,<SZ') = C(SJ —I— /\1,

and then normalising
P'(s;
Plss) = L)
25 P'(s;)
giving a lower-order probability estimate for symbol probabilities. Symbol bigram
probabilities P(s;|s;) are then assigned by

P(S]' lf C(Si) < )\2,
P(S]‘|SZ‘) = C(S]‘|SZ'> + [2P(9]) . 3>
Cls) + 1, if C'(si) > Ay,

where X, is a backing-off threshold for rare symbols and I; is a smoothing parameter
given by
I; = max {I], A3},

where A3 is a lower bound on the smoothing parameter defined as

g Ol =% Clsilse)”
b [C(sglsi) = Clsi) P(s))?

The constants Ay, Ay and A3 are determined empirically and are set to, for example

/\1 = 250,
Ay = 0.01,

6.3.6 Worked Example

Take the grammar:

S -> NP VP

S ->S PP

NP -> n

NP -> NP PP
VP -> v NP

PP -> prep NP

Parsing the sentence ‘n v n prep n’ with this grammar gives the parse forest shown
in Figure 6.7(a), with the paths through the structure shown in Figure 6.7(b). The
number of forward and backward paths to nodes, found by the algorithm, are shown
in Figures 6.8(a) and 6.8(b) respectively.



AN INTEGRATED LANGUAGE MODEL: THEORY 99

So S10

NPy NP5
$ $
/
/ \
/ \ \
// , Q\\\\\
/// a \\\\\\\

1, 7 \\\\\
1,” NN
' ®
$ $

Figure 6.7: An example parse forest and associated paths for a worked example of the
training algorithm.
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(Y]

Figure 6.8: Forward and backward paths to nodes in an example parse forest for a worked
example of the training algorithm.
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Using the notation f(X) for the number of forward paths to a node X and b(X)
for the number of backward paths to a node X, the training algorithm is applied.
The initialisation step of the forward pass gives

f(n1> = 1,
f(NPy) = 1,
f(84) = 1,
(85 810) = 2

The body of the forward pass then gives

fv2) = f(m) + f(NPy) = 2,
f(n3) = f(V2) =2,
f(WP3) = f(v2) =2,
f(VPs) = f(ny) + f(NPy) =2,
f(prep,) = [(ns)+ f(NP2) + f(VPs) + f(S4) =T,
f(ns) = [flprep,) =T,
f(Wps) = f(prep,) =T,
f(PPs) = f(nz)+ f(WPy) + f(VP3) + f(S4) =7,
f(p7) = f(vs) =2,
(

f(VPs) = f(ni)+ f(NP;) = 2.

b(ns) = f(ns) =71,
b(NPs) = f(NPs) =171,
b(PPs) = f(PPg) =171,
b(NP;) = f(NP;) =2,
b(VPs) f(VPg) = 2,
b((Ss Swo]) = f([So S0)) =2.
The body of the backward pass then gives
_ b(ns) b(NPs)\ _ /7 T\ _
b(prep4) - f(Prep4) (f(n5> + f(NP5>) =17 <‘; + ‘;) = 14,
o (berep) | MPR)Y (14 T
o) = ) (f(prep4) ! f(PPe)) - < T 7> -
b(prep,) = b(PPg) 14 7
) =g (B4 ) =2(F 4 7) =
_ prep,) bR\ (14 Ty
b(VPs) = [(VPs) (f(prep4) t f(PPG)) =2 ( 7 + 7) =6,
_ b(prep,) = b(PPs)\ /14 T\
M) = (f(prep4) ! f(PPG)) - <7 " ?> -
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ot b(ns) | b(NPy) b(NP7)\ /6 6 2\
b("Z) = f( 2) (f(ng) + f(NPQ) + f(NP7)> o <2 + 2 + 2) =14,
i (B2) | B(VRs)  b(VRs) _ (14 6 2
b(vz)  b(VP;) | b(VPs) 4 6 2
e = e (54 G+ i) = (5 45+ ) =1

Finally, the conclusion of the backward pass gives the total number of paths

T = b(ny) 4 b(NPy) + b(Sy) + b([Sy Swo]) = 11+ 11 +3 +2 =27

So for this example there are 27 distinct paths which traverse the parse forest.

Symbol bigram counts C'(B|A) can then be assigned, normalised by the total

number of paths

7/217,
2/27,
7/27 +2/27 = 9/27,
2/27,
7/217,

11/27,
6/27,
7/27,

7/27,
7/27,

4/27,
2/27,
4/27,
4/27,

3/27 +2/27 = 5/27,
11/27,
6/27 +2/27 = 8/27,

7/27,

3/27 +1/27 = 4/21,
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C(VP|NP) = 3/27 4 1/27 =4/27,

C(PPln) = 2/27,
C(PPS) = 2/27,
C(PP[NP) = 2/27,

C(PP[VP) = 2/27,

all other symbol bigram counts are zero for this example.” To further illustrate this
step the calculation for C'(NP|v) will be expanded. In Figure 6.7 there are two v to
NP links: v; to NPy and vy to NP7. Taking each in turn and referring to Figure 6.8(a)
showing forward paths, Figure 6.8(b) showing backward paths and Equation 6.1 in
Section 6.3.4, gives

C'(NP|v) = C(NP;|vy) + C(NP7|v2),
with

2 1 2
C(NPy|vy) = Lm—z/w

So
C(NP|v) = 6/27 + 2/27 = 8/27.

Similarly, grammar rule counts C'(A — ) can be assigned

C(s— NP VP) = 3/27+1/27 =4/27,

C(s—s PpP) = 1/27,
C(NP—mn) = 11/2746/27 +7/27 = 24/27,
C(NP — NP PP) = 2/27,
C(VP— v NP) = 6/27 +2/27 =8/27,

C(PP — prep NP) = 7/27.

To further illustrate this step the calculation for C'(NP — n) will be expanded. In
Figure 6.7 there are three NP — n reductions: NP; = n;, NP; = n3 and NP5 =
ns. Taking each in turn and referring to Figure 6.8(b) showing backward paths and
Equation 6.2 in Section 6.3.4, gives

C'(NP — n) = C(NPy = ny) + C'(NP; = n3) + C'(NP; = ns),

with
C(NP, = ny) = 11/27,
C(NP, = n3) = 6/27,
C(NPs = ns) = 7/27.
So

C(NP — n) = 11/27 4 6/27 + 7/27 = 24/27.

“Note that more paths pass through the lower levels of the structure.
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Figure 6.9: The scoring algorithm.

6.4 Scoring Algorithm

6.4.1 Theory

An essential element of any language model for ASR is the ability to assign a score
to a hypothesis. The scoring algorithm of the integrated language model is based on
summing paths through a parse forest, multiplying symbol bigram probabilities along
a path with derivation probabilities at nodes along the path. The steps involved are:

o A hypothesis is parsed by the substring parser.

e Derivation probabilities from the grammar element of the model are calculated
for each node in the associated parse forest found by the parser.

e The total path score to a node is found recursively from total path scores at
preceding nodes, symbol bigrams from preceding nodes and the derivation prob-
ability at a node.

e The hypothesis score is the total score to the final end node.

Formally the algorithm is as follows, Figure 6.9, where « is the partial score so
far, to a particular node:®

8This is very similar to the HmMmMm forward algorithm.
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1. Initialisation: for each node Y such that span(Y’) = (1,m) for some m
a(Y,m) = P(Y|$)P(Y S wy,...,wy,).
2. Body: for all j from 2 to L and for each node Y such that span(Y) = (k, j) for

some k > 1, if X,..., X, are all nodes such that span(X;) = (m;,k — 1) for
some m; (equivalently such that a(X;, k — 1) exists) then

= S a(Xi k- DP(Y
=1

Xz) P(Y:*>wk,...,w]-).

3. Conclusion: if Xy,..., X, are all nodes such that span(X;) = (m;, L) for some
m; (equivalently such that «(X;, L) exists) then the sentence score is

P($,wy,...,wg,$) Za (X, L)P($]X3).
=1

6.4.2 Worked Example

Take the grammar:

S -> NP VP
NP -> det n
VP -> v NP

Parsing the hypothesis ‘det n v det n’ with this grammar gives the parse forest
shown in Figure 6.10(a), with the paths through the structure shown in Figure 6.10(b).
The derivation probabilities D(X;) at nodes X; are

= P(S — NP VP)P(NP; => det;,n,) P(VP3 = v3,dety, ns),
= P(s — NP VP)P(NP — det n)P(VP — v NP)P(NP; = dety,ns),
= P(S — NP VP)P(NP — det n)P(VP — v NP)P(NP — det n),

D(NP,) = P(NP; = dety,n,),
= P(NP — det n),
D(NP,) = P(NP,= dety,ns),
= P(NP — det n),
D(VP3) = P(VP3=> v, dety, ns),
= P(VP — v NP)P(NP, = dety,ns),
= P(VP — v NP)P(NP — det n),
D(Sy) = P(S4= dety,ny,vs,dety,ns),
(
(
(

—

where D(w;) =1 by definition.



AN INTEGRATED LANGUAGE MODEL: THEORY 62

VP,

NP, NP,
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det1 Ny V3 det4 Ny

Figure 6.10: An example parse forest and associated paths for a worked example of the
scoring algorithm.
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m
Y | span(Y) 1 ‘ 2 ‘ 3 ‘ 4 ‘ )

det; (1,1) (dety, 1) | — — — —

n, (2,2) — a(ny,2) | — — —

NP, | (1,2) | — a(NP;,2) | — — —

V3 (3,3) | — — a(vs,3) | — —

dety (4,4) — — — (dety,4) | —

n; (5,5) | — — — — a(ns, 5)
NP, (4,5) | — — — — a(NPy, 5)
VP3 (3,5) - - - - O[(VP3, )
S4 (1, 5) - - - - a(S4, 5)

Table 6.1: Partial scores for a worked example of the scoring algorithm.

The scoring algorithm is now applied with partial scores o summarised in Ta-
ble 6.1. The initialisation step of the algorithm gives

a(dety,1) = P( $),
a(NPy,2) = P(NP|$)D(NP,),
a(84,5) = P(S|$)D(84).

The body of the algorithm then gives
a(ny,2) = «fdety,1)P(n|det),
o(vs,3) = a(ny,2)P(v[n) + a(NPy, 2) P(v|NP),
a(dety,4) = «(vs,3)P(det|v),
(
(

e

e

e

a(ns, 5) dety,4)P(n|det),
a(NPy,5) = ofvs,3)P(NP|v)D(NP,),
a(VPs,5) = [a(ny,2)P(VP|n) 4+ «(NPy,2)P(VP|NP)] D(VP3).
Finally, the conclusion of the algorithm gives the overall hypothesis score

P(W) = a(ns, 5)P($|S) + a(NPy, 5) P($|NP) + a(VPs,5) P($|VP) + a(S4, 5) P($]S).

6.5 Trails Algorithm

6.5.1 Theory

In addition to scoring utterances, certain applications require language models to
produce interpretations of word-sequences, in terms of either syntactic or semantic
structure. The integrated language model provides interpretations of utterances in
terms of new conceptual structures called trails, which are top-level paths through a
parse forest which reduce a word-sequence to a sequence of syntactic phrases. The
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more complete the grammar element of an integrated language model is, the larger
the phrases will be, while for ambiguous grammars utterances can in general have
many trails associated with them.

A trail is defined as a path for which no substring is reducible to a higher level
structure. For this to be true a trail must not be allowed to pass through all the
children of any other node.? Tt is possible for all the nodes along a trail to be reduced,
while still satisfying this condition. This can potentially make trails difficult to find
efficiently, but it is possible with appropriate bookkeeping.

Define a node as L-reduced, M-reduced or R-reduced if it is reduced as (respec-
tively) a left-most, intermediate or right-most subtree to a higher structure. Each
node within a parse forest can be uniquely identified and for each node X, lists Ly,
My and Rx of reduction identifiers can be constructed for which X is L-,M- and
R-reduced respectively.

A node X is then marked if:

o It is unreduced where
(Lx = @) N (Mx = @) AN(Rx = @).

o It is shared where X is the root of a shared subtree.

e It is adjacent to another marked node Y where span(Y) = (i,7), such that

either
span(X) = (m,i — 1),

for some m and Rx = () or
span(X) = (j + 1, m),

for some m and Lx = (), with adjacent marking propagated through a parse
forest.

Trails are only allowed to pass through marked nodes and are extended from the
start node $, initially following all possible paths.'® Most paths will be progressively
disallowed, as the constraints embodied in the definition of a trail are applied. Those
paths that reach the end node $, will then be the trails that span the parse forest.

For each trail ¢ a set S; of reduction identifiers is maintained. If a trail ¢ reaches a
node Y that is R-reduced to a some other node X, a check is made that the identifier
I associated with X is not a member of the set S;. If I is a member of S; then the
trail ¢ must have traversed all the children of X and is discontinued, this is indicated
by

S: N Ry # (.

9Because in such a situation a trail could equally well just traverse the single parent node which
would provide a higher level interpretation.

10The algorithm is currently implemented as a breadth-first search, although in the worked exam-
ple given in Section 6.5.2 a depth-first search is adopted, as it is easier to follow trails found, one at
a time.
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r#3 ¢ E r#°
F r#96
#1 #2
rft A r¥°B —
o o
$ al bg C3 d4 er fe $

Figure 6.11: An example parse forest for a worked example of the trails algorithm.

Otherwise, when a trail ¢ meets a marked node Y, all earlier identifiers for which Y is
not M-reduced are deleted from S; and all new identifiers for which Y is L-reduced
are added

St <= (St N My) U Ly.

Also associated with each node is an extra list of identifiers of the top-most reductions
which dominate it, this information can be used to check whether or not a node is
within the same subtree as another.

6.5.2 Worked Example

Take the grammar:

A->ab
B->bc
C->Bd e
D->ef
E->cdD
F->ef

Parsing the utterance ‘a b ¢ d e £’ with this grammar gives the parse forest shown
in Figures 6.11 and 6.12(a).

The first step in the application of the trails algorithm is to uniquely identify each
node in a parse forest, this is done in Figure 6.11. Reduced lists Ly, My and Ry are
then constructed for each node Y, Table 6.2. Top-most reductions dominating nodes
are also given in Table 6.2. Next, nodes are marked:

e Unreduced nodes
r#! , r#3, r#o , r#6,
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‘ Y ‘ Ly ‘ My ‘ Ry ‘ Top-Most ‘

a, |r*! — — il

bs r#? — r#l r#L p#3

cy | r#° _ P2 r# p#S

dy | — r#3 p# r#3 p#5

e | r#t r#6 | — 3 r#S p#S L #6
fe | — — P p#O | #S pH#E

r#l | — — —

P2 | #3 . . #3

p#3 | _ _ _

r#t | — o o

P#5 | _ . _

r#6 | _ _ _

Table 6.2: Reduced lists for a worked example of the trails algorithm.
e Shared nodes
b2, C3, d4, 95, f6.
e Adjacent nodes
a; : (span(a;) = (1,1)) A (Ra, = 0),
which is adjacent to by with span(by) = (2,2) and r#3 with span(r#3®) = (2,5)
r#: (span(r#?) = (2,3)) A (R = 0),
which is adjacent to dy with span(ds) = (4,4)
r#: (span(r®t) = (5,6)) A (L,#s = (),
which is adjacent to d4 with span(ds) = (4,4).

For this particular example all nodes are eventually marked. Trails are then found
thus:

1. Figure 6.12(b): there are two alternatives at the initial start node.

2. Figure 6.12(c): the first of the possibilities shown in Figure 6.12(b) is extended,
there are three alternatives, but one is deleted as it traverses all the children of
a higher level node.

3. Figure 6.12(d): the first of the valid possibilities shown in Figure 6.12(c) is
extended twice, there are three alternatives, but one is deleted as it traverses

all the children of a higher level node.

4. Figure 6.12(e): the first of the valid possibilities shown in Figure 6.12(d) is

extended, reaching the end node and a trail ¢; is found.
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67

Figure 6.12: The trails found for a worked example of the trails algorithm.
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10.

11.

Figure 6.12(f): backtracking, the second of the valid possibilities shown in Fig-
ure 6.12(d) is extended, reaching the end node and a trail ¢; is found.

Figure 6.12(g): backtracking, the second of the valid possibilities shown in
Figure 6.12(c) is extended twice, reaching the end node and a trail 3 is found.

Figure 6.12(h): backtracking, the second of the valid possibilities shown in
Figure 6.12(b) is extended, there are two alternatives.

Figure 6.12(i): the first of the possibilities shown in Figure 6.12(h) is extended
twice, there are three alternatives, but one is deleted as it traverses all the

children of a higher level node.

Figure 6.12(j): the first of the valid possibilities shown in Figure 6.12(i) is
extended, but is deleted as it traverses all the children of a higher level node.

Figure 6.12(k): backtracking, the second of the valid possibilities shown in
Figure 6.12(i) is extended, reaching the end node and a trail ¢4 is found.
Figure 6.12(1)
Figure 6.12(h

: finally, backtracking, the second of the possibilities shown in
) is extended, reaching the end node and a trail ¢5 is found.

So for this example there are 5 unique trails which traverse the parse forest'!

t, = $,a,B,d,D.$,
t, = $,a,B,d,F.$,
ts = $,a,C,f,9,
ty, = $,A,¢c,d,F.8$,
ts = $,AES.

6.6 Refinements

6.6.1 Null Rules

Consider the reduction shown in Figure 6.13

*
X = Wy, We,

using the rule

X — A BC,

such that

span(d) = (4,7),
span(C) = (5 +1,k),

HThere are 12 distinct paths which traverse the same parse forest.
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Figure 6.13: Handling null rules.

where wy is the word-sequence covered by the subtree with some symbol X at its
root and the symbol B is generated by a null rule

B — A,

where X is the empty string.

Null rule derived nodes are ignored with respect to symbol bigrams, but they
are included in the estimation of rule probabilities and the calculation of derivation
probabilities.

During training the number of (virtual) paths that are considered to pass through
a node derived from a null rule, is this case B, is defined as the sum of all paths to
nodes that span w,,, ..., w; or alternatively the sum of all paths from nodes that span
Wigl, ..., Wy, for any value of m and n.

During scoring the rule probability associated with a null rule is included in the
derivation probability of any subtree which incorporates that null reduction. In Fig-
ure 6.13 the derivation probability of the subtree with the symbol X at its root is

D(X) = PXZw,,wg),
= P(X— A B C)P(A= w,)P(B — M) P(C=w).

Finally, as nodes derived from null rules are not considered to be full members of
parse forests, they are skipped by the trails algorithm.
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Figure 6.14: Pruning parse forests.

6.6.2 Pruning

An explosion in the number of paths and trails can occur for small increases in the
length of utterances or the number of grammar rules in a model. In order to help
minimise this increased complexity a simple pruning criterion is introduced as a post-
processing stage to substring parsing.

Define a singleton reduction as the application of some grammar rule with a single
symbol on its right-hand side, then all singleton reductions which are not further
reduced to a higher level can be deleted from the parse forest covering an utterance.
This rule is applied recursively to allow for singleton rules which are themselves
reduced by a further singleton rule.

Figure 6.14 shows a parse forest spanning a word-sequence which includes several
singleton reductions which can be pruned: X;, Xg, X7 and Xy. Note that although a
singleton reduction, X5 is not pruned because it is further reduced by non-singleton
reductions Xz and X;;. However, X is pruned because it is only reduced by a further
singleton reduction X7.
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Total Words per Sentence/Report
Corpus Ttems | Words | Minimum | Maximum | Average
sentences. 1245 | 1245 | 13,636 ) 32 11.0
sentences.500 500 | 5,433 5 33 10.9
reports.249 249 | 13,636 39 68 54.8
reports.100 100 | 5,433 40 67 54.3

Table 7.1: ARM corpora characteristics.

7.1 Overview

An implementation of the integrated language model described in Chapter 6 has been
applied to the modelling of airborne reconnaissance mission (ARM) reports [79, 78].

Results are presented for three different aspects of the behaviour of the new model
with respect to improving performance in the ARM domain:

o Calculating perplexity values gives an essentially theoretical view of the perfor-
mance of the model; perplexity nevertheless is a commonly used measure for
comparing language models.

o The re-scoring of N-best lists demonstrates the application of the model to real
speech data.

o Analysing trails investigates the structure generated by the model.

The ARM data (Appendix B) consists of sentence and report corpora, with a
vocabulary of 501 words. A typical ARM report is:

report seven dash papa slash four seven four

target map coordinates hotel uniform zero seven eight niner

time over target seventeen thirty six zulu

new target category oh six column of light infantry ready to fire to south
of grid ref some machine gun capability

TARWI two eighths at four hundred end of report

In addition to processing full reports, reports are broken down into their constituent
sentences to give sentence corpora. Table 7.1 specifies the corpora used. At the
word level sentences. 1245 and reports. 249 are the same, but they are segmented
differently to investigate the behaviour of the integrated language model when applied
to both full reports and more typical sentence length word-sequences. Similarly,
sentences.500 and reports.100 are essentially the same data. The larger corpora
(sentences.1245 and reports.249) are used for training, while the smaller corpora
(sentences.500 and reports.100) are used as unseen test data.

For the re-scoring of N-best lists (of reports) a set of 30 word-lattices is used.
These word-lattices are generated by a continuous-word speaker-independent ARM
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Pre- Non- Parsing Table
Grammar | Terminals | Terminals | Rules | States ‘ Entries
arm.null — — — — —
arm.530 453 45 530 154 683
arm.702 472 99 702 394 | 13,968
arm.775 500 117 775 502 | 18,117
arm.full 501 123 787 559 | 20,903

Table 7.2: ARM grammar characteristics.

recogniser with no language model component' and then decoded to give N-best
lists.? Transcripts of the actual reports spoken are also available for each word-lattice.

The ARM task is covered by a formal grammar which has been rewritten in context-
free form, suitable for the integrated language model. A hierarchy of grammars is
derived from this full coverage grammar by progressively removing related groups of
production rules. Table 7.2 specifies the grammars used. The grammar arm.null is
a dummy grammar for which the integrated language model effectively defaults to a
bigram and is included to demonstrate the robust nature of the model. The grammar
arm.full generates full derivations for all sentences and reports in the training and
test corpora, none of the other grammars give full coverage.

7.2 Training Statistics

The training corpora were parsed, for each of the five grammars given in Table 7.2,
by the substring parser (Section 6.2) to generate derivations for each sentence or
report. Symbol bigrams and grammar rule probabilities were then estimated (Sec-
tion 6.3) from the parse forests generated for sentences and reports respectively, for
each grammar. This process was then repeated using pruned (Section 6.6.2) out-
put from the parser where singleton reductions are deleted, building a second set of
models.

Graphs showing the average number of nodes and paths, within and through the
parse forests generated by the substring parser, are shown in Figures 7.1 to 7.8,
plotted against sentence or report length.

In Figures 7.1, 7.2, 7.5 and 7.6 showing number of nodes, the results for the
arm.null grammar are straight lines, this is explained by recalling that the arm.null
model is equivalent to a word-bigram and there is a simple mapping of one node to
each word. This results in only a single corresponding path (the word-sequence)
through each sentence or report when the arm.null model is applied. When plotted
on a log axis these single paths fall along the horizontal axis (log1 = 0) and are

!The word-lattices were generated by Dr K.M. Ponting of the Speech Research Unit, DRA,
Malvern.

ZN-best lists were needed in place of word-lattices because of the current substring parser’s
inability to parse lattices.
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Figure 7.1: Average number of nodes for sentences from the sentences. 1245 corpus,

without pruning, plotted against sentence length.
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Figure 7.2: Average number of nodes for sentences from the sentences. 1245 corpus,

with pruning, plotted against sentence length.
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Figure 7.3: Average number of paths for sentences from the sentences. 1245 corpus,
without pruning, plotted on a log axis against sentence length.
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Figure 7.4: Average number of paths for sentences from the sentences.1245 corpus,
with pruning, plotted on a log axis against sentence length.
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Figure 7.5: Average number of nodes for reports from the reports. 249 corpus, without

pruning, plotted against report length.
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Figure 7.6: Average number of nodes for reports from the reports.249 corpus, with

pruning, plotted against report length.
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Figure 7.7: Average number of paths for reports from the reports.249 corpus, without

pruning, plotted on a log axis against report length.
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Figure 7.8: Average number of paths for reports from
pruning, plotted on a log axis against report length.

the reports.249 corpus, with
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Perplexity
Sentences Reports
Grammar | Baseline ‘ Pruned | Baseline ‘ Pruned
arm.null 16.9 16.9 18.6 18.6
arm.530 14.1 15.8 15.4 17.3
arm.702 14.9 12.3 16.3 13.2
arm.775 12.8 11.0 14.0 11.7
arm.full 12.7 11.2 13.6 11.9

Table 7.3: Perplexity values for the sentences.500 corpus for models trained on the
sentences.1245 corpus and for the reports.100 corpus for models trained on the
reports.249 corpus.

therefore not plotted in Figures 7.3, 7.4, 7.7 and 7.8. In Figures 7.3 and 7.7 the
results for the arm.775 and arm.full models are not distinguishable on the plots.

The effect of pruning is clearly shown in Figures 7.1 to 7.8 when results for the
same training corpus, for nodes and paths, are compared with and without the its
application. This effect is greatest for the arm.530 grammar and is explained by
noting that the majority of the rules left in the arm.530 grammar have a single symbol
on their right-hand sides and are therefore more readily pruned.® This heavy pruning
of the rules in the arm.530 grammar is also shown in Figures 7.9 and 7.10, where
the associated perplexity increases with pruning for arm.530, whereas perplexity
decreases with pruning for other grammars.

7.3 Perplexity Calculations

7.3.1 Theory

Theoretical perplexity is derived from the information theoretic measure of entropy
and measures the relative difficulty of a task [85, 3, 100]. In terms of language
modelling perplexity can be thought of as the average number of alternatives allowed
by a model, at a given point in an utterance.

Empirical perplexity is defined as

log P(C'
Pr — exp (_ gN( )) |
where P(C') is the probability of the corpus C' formed by multiplying all sentence
or report probabilities for the corpus, while N is the total number of words in the
corpus. This measure should converge to an associated theoretical value of perplexity.

3Pruning obviously has no effect on the arm.null results.
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Figure 7.9: Perplexity values for the sentences.500 corpus for models trained on the
sentences.1245 corpus. Also plotted are N-gram and extended N-gram results on the

same data.
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Figure 7.10: Perplexity values for the reports.100 corpus for models trained on the
reports.249 corpus. Also plotted are N-gram and extended N-gram results on the

same data.



AN INTEGRATED LANGUAGE MODEL: IMPLEMENTATION 30

Perplexity
Model | Sentences ‘ Reports
big.ord 17.2 19.0
big.ext 12.3 13.4
tri.ord 13.1 14.3
tri.ext 8.6 9.2

Table 7.4: Perplexity values for the sentences.500 corpus for N-grams and extended
N-grams trained on the sentences.1245 corpus and for the reports.100 corpus for
N-grams and extended N-grams trained on the reports.249 corpus.

7.3.2 Results

Empirical perplexity values were calculated from the scores assigned by integrated
language models (Section 6.4) to the sentences and reports in the sentences.100
and report.500 corpora. These results are presented in Table 7.3. The reduction in
perplexity afforded by using models with an increasing number of grammar rules is
shown in Figures 7.9 and 7.10, while the lowest perplexity values are obtained with
pruning.

The results for sentences versus reports are very similar; this is not surprising
considering the same underlying data is being processed in each case.

For comparison with the values obtained from integrated language models, per-
plexity values for bigram (big.ord), extended bigram (big.ext), trigram (tri.ord)
and extended trigram (tri.ext) models applied to the same data are given in Ta-
ble 7.4.* These results are also plotted in Figures 7.9 and 7.10 to allow direct compar-
isons to be made. In theory the results for the arm.null integrated language model
and the word-bigram big.ord should be the same, the fact that they differ is due to
minor differences in the parameters of the respective smoothing algorithms.

7.4 Decomposing Perplexity

7.4.1 Theory

Decomposing perplexity [97, 98] allows the relative contributions of different parts of
a model to be measured.
Given a product of probabilities of the form

P=PP,
the quantity

logpl
IOgP1P2’

4The N-gram and extended N-gram results quoted were generated by Dr J.H. Wright of the
University of Bristol [104, 103].
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clearly measures the relative contribution to the overall log probability log P origi-
nating from Py. If perplexity is obtained from an overall probability which is a simple
product of factors of two kinds then the perplexity is easily decomposed in this way,
to give a measure of the relative contribution originating from each factor. However,
this is not directly possible if the overall probability is a product of sentence probabil-
ities which each involve sums of products of factors, which is the case for the scoring
algorithm of the integrated language model.

P = Zazbz

Consider a sum

and define
log a;
‘= _Z Zzogab
log b;
= — b ————
! Za “log a;b;’

These quantities then respectively reflect the relative contributions of a; and b; for
the elements of the sum, such that u + v = 1. Further define

A = pv
B = P,

so that P = AB. Then we have

log A

log AB ’
log B

log AB ’

so A and B provide a decomposition of P analogous to that of P, and P,.

The scoring algorithm of the integrated language model (Section 6.4) stores at each
node in a parse forest a partial score derived from partial scores at preceding nodes,
symbol bigrams and derivation probabilities. The basic procedure for decomposing
these scores is:

e Store two additional values v and v at each node, such that v + v = 1. u
is an estimate of the relative contribution from symbol bigrams to the partial
score at a node, v is an estimate of the relative contribution from derivation
probabilities to the partial score at a node.

e Compute v and v at each new node from u and v at preceding nodes, symbol
bigrams and derivation probabilities.

e Compute the proportions fium and fiamm. Of the total score attributable to
symbol bigrams and derivation probabilities respectively, over a whole corpus.
For a pure bigram model [, ..um.. = 0.
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Figure 7.11: Decomposing perplexity.



AN INTEGRATED LANGUAGE MODEL: IMPLEMENTATION 33

Formally, the procedure is as follows:®
1. Initialisation: the partial score at an initial node Xj is
i = P(Xi|$)P(X; = wy,),
this is decomposed as

10g P(XZ $>

,L' pu—

log x;
log P(X; = wy,)
log x;

Uy 5

where wy, is the word-sequence covered by the subtree with X; at its root, see

Figure 7.11(a).
2. Body: given z;,u;,v; for 1 =1,2,... define
s=> z;P(Y|X)),
the partial score at a new node is then given by

y = sP(Y = wy).

Let
Ai = .I;-Li
Bz’ = .I;-}i .
a;, = A7P(Y|X7> 7_]’2’. ’
bi = B;P(Y = wy)
hence
1 log a;
= - ibi——,
uy Za log a;b;
log b;
= — b, —=——
o Za log a;b;’
where

uY—I—vyzl,

see Figure 7.11(b).

3. Conclusion: the final sentence score is
ys = »_x;P($|X

allowing ug and vg to be calculated as before, see Figure 7.11(c).

5Tn practice the repeated taking of logs and raising to powers proves unstable when implemented
in floating-point. The computation is therefore transformed to a stable form before being applied,
see Appendix C.
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Figure 7.12: Relative contributions to perplexity values for the sentences.500 corpus
for integrated language models trained on the sentences. 1245 corpus, without pruning.
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Figure 7.13: Relative contributions to perplexity values for the sentences.500 corpus
for integrated language models trained on the sentences. 1245 corpus, with pruning.
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Figure 7.14: Relative contribution from the grammar element to perplexity values for the
sentences.500 corpus for integrated language models trained on the sentences.1245
corpus, with pruning.

Joigram Jgrammar
Grammar | Baseline ‘ Pruned | Baseline ‘ Pruned
arm.null 1.000 1.000 0.000 0.000
arm.530 0.805 0.980 0.195 0.020
arm.702 0.605 0.615 0.395 0.385
arm.775 0.460 0.513 0.540 0.487
arm.full 0.435 0.434 0.565 0.566

Table 7.5: Relative contributions to perplexity values for the sentences.500 corpus for
integrated language models trained on the sentences. 1245 corpus.
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Finally the relative contribution from symbol bigrams and derivation probabilities
over a whole corpus can be calculated thus

Joigram = Y uslog y$/ > logys,

corpus corpus

Sorammar = Y vslogyg / > logys,

corpus corpus

where

fbigram + fgrammar = 1

7.4.2 Results

Results from decomposing perplexity values for the ARM data are given in Table 7.5
and are also shown in Figures 7.12, 7.13 and 7.14. The contribution from the grammar
element is shown to increase steadily as more rules are included, as would be expected.
However, even for the full grammar the bigrams still make a major contribution to
the perplexity. This accounts for the similarity between the perplexity for the full
grammar and that for the standard trigram model (Figures 7.9 and 7.10) and suggests
that if greater weight could be given to the grammar component then it may be
possible to lower the perplexity even further; this is addressed in Section 8.3.2.

7.5 Re-Scoring of N-Best Lists

7.5.1 Procedure

N-best lists are re-scored to demonstrate the application of the integrated language
model to real speech data, the procedure is:

o N-best lists are decoded from word-lattices generated by a continuous-word
speaker-independent ARM recogniser with no language model component. The
utterances recognised by the ASR system are full ARM reports, but due to the
length of these reports (around 50 words), the correct reports frequently do not
appear in N-best lists where N = 100. All the hypotheses are close to the

actual reports known to have been uttered.®

e Hypotheses in N-best lists are therefore matched against the known uttered
report using a dynamic programming (DP) algorithm, to find the minimum
distance from each hypothesis to the correct report. The minimum distance
is defined as the minimum number of insertions, deletions and substitutions
required to transform a hypothesis to the true report.

8Very little difference is observed between alternative hypotheses in these N-best lists, although
of course each is different.
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e Fach candidate hypothesis is then scored in turn using integrated language
models trained previously (Table 7.2), with and without pruning. These scores
are correlated with the minimum distance of a candidate from the corresponding
true report, using both linear and rank correlation.

e Linear and rank correlation figures are then averaged over all available N-best
lists for each integrated language model, with and without pruning, to give a
measure of the performance of each model.

7.5.2 Dynamic Programming Matching Algorithm

A standard DP algorithm [33, ch. 7] is applied to the matching of true reports to
hypotheses. If s(z) returns word z of the true report of length Lx and {(y) returns
word y of a hypothesis of length Ly, then the minimum number of insertions, deletions
and substitutions required to transform a hypothesis to the true report, can be found

as follows, Figure 7.15:

1. Assumption:

f(T_]ay>7f(T_]7U_1)vf(T7U_1)7

all exist.

2. Initialisation:

f(z,0) = f(0,y) =0, Vi, y.

3. Body: 5 L)+
r—1LYy
P o
f('ray_1>+1’

is applied recursively until x = Lx and y = Ly.

The final value of f(Lx, Ly) will then be the minimum distance between the true
report and hypothesis.

7.5.3 Linear Correlation

The linear correlation r between sets of data X;,Y; where

X; = —log(score),
Y, = minimum distance,
foris=1,...,n,is defined as
XY -XY
r= 27 1<r<]

Sx Sy
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Hypothesis

1 True Report Lx

Figure 7.15: Dynamic programming.
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Correlation
Linear Rank

Grammar | Baseline ‘ Pruned | Baseline ‘ Pruned

arm.null 0.772 0.772 0.763 0.763

arm.530 0.803 0.770 0.790 0.764
arm.702 0.798 0.809 0.784 0.798
arm.775 0.807 0.813 0.794 0.800

arm.full 0.805 0.807 0.794 0.797

Table 7.6: Correlation figures averaged over 30 ARM N-best lists for integrated language
models trained on the reports.249 corpus.

where
X = %ZX
v - %ZY
XY = %Z}Xﬂg,
% = LT
S o= STy

7.5.4 Rank Correlation

Rank correlation is similar to linear correlation except that X;,Y; are now defined as’

X; = rank(—log(score)),

Y, = rank(minimum distance).

7.5.5 Results

Correlation results from the re-scoring of N-best lists are given in Table 7.6 and are
shown in Figures 7.16 and 7.17. The results generally show a stronger correlation
between hypothesis scores and the closeness of a hypothesis to the actual utterance,
for integrated language models with more rules. Both linear and rank correlation
figures record similar trends, while pruning appears to give slightly improved results.®

“For both linear and rank correlation calculations linear scaling was applied to the hypothesis
scores to avoid arithmetic underflow.

8Tt should be remembered that none of the acoustic scores present in the word-lattices are being
used by the integrated models.
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Figure 7.16: Linear correlation figures averaged over 30 ARM N-best lists for integrated
language models trained on the reports.249 corpus.
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Figure 7.17: Rank correlation figures averaged over 30 ARM N-best lists for integrated
language models trained on the reports. 249 corpus.
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Figure 7.18: Linear correlation figures averaged over 30 ARM N-best lists for integrated
language models trained on the reports. 249 corpus, plotted against perplexity.
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Figure 7.19: Rank correlation figures averaged over 30 ARM N-best lists for integrated
language models trained on the reports. 249 corpus, plotted against perplexity.
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Figure 7.20: Linear and rank correlation figures averaged over 30 ARM N-best lists for
N-grams and extended N-grams trained on the sentences. 1245 corpus, plotted against

perplexity.

Correlation

Model | Linear ‘ Rank

big.ord | 0.729 | 0.714
big.ext | 0.774 | 0.757
tri.ord| 0.745 | 0.729
tri.ext | 0.744 | 0.720

Table 7.7: Correlation figures averaged over 30 ARM N-best lists for N-grams and ex-
tended N-grams trained on the sentences. 1245 corpus.
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‘ Grammar ‘ Trails ‘

arm.null 1
arm.530 1
arm.702 10
arm.775 28
arm.full 40

Table 7.8: Average number of trails per sentence for the sentences.500 corpus for
integrated language models trained on the sentences. 1245 corpus, with pruning.

For comparison, correlation results obtained for N-gram and extended N-gram
models applied to the same data are given in Table 7.7.? However, as the N-gram
and extended N-gram models were trained on the sentences. 1245 corpus, while the
integrated models were trained on the reports.249 corpus, care should be taken
in making exact comparisons. As noted previously there are also minor differences
in smoothing between the N-gram and extended N-gram models and the integrated
language models.

Finally, as an overall guide to the performance of the integrated language models,
correlation results are plotted against corresponding perplexity values, shown in Fig-
ures 7.18 and 7.19. A similar plot for N-gram and extended N-gram models is shown
in Figure 7.20.

Despite the difficulty with these N-best lists that they tend to consist of very
similar hypotheses, all of them quite close to the true report, there is a clear improve-
ment in performance with the larger grammars and the results are better than those
obtained using N-grams.

7.6 Analysis of Trails

Trails (Section 6.5) were only generated for the sentences.500 corpus with pruning
applied. An explosion in the number of trails generated occurred when using unpruned
data and when processing full reports, these cases were therefore not pursued.

The results obtained are given in Table 7.8 and shown graphically in Figure 7.21.
For the grammar arm.null each sentence had (as one would expect) a single trail cov-
ering it, this being the word-sequence. More complex grammars generated increasing
numbers of alternative trails per sentence.

The effect of pruning on the number of trails found can be seen in Figures 7.22
and 7.23 which show the trails found for the ARM sentence ‘sighted at oh four
hundred zulu’, before and after pruning, using the grammar arm.full.

9The N-gram and extended N-gram results quoted were generated by Dr J.H. Wright of the
University of Bristol.
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Figure 7.21: Average number of trails per sentence for the sentences.500 corpus for
integrated language models trained on the sentences. 1245 corpus, with pruning.
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Figure 7.23: An example of trails found for a pruned parse forest.
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8.1 Overview

A robust integrated language model combining PCFG rules and symbol bigrams within
a single framework has been described. The basic elements of the integrated language
model are:

A robust extended LR parsing algorithm for ambiguous (and possibly incom-
plete) grammars.

e An unsupervised training algorithm for symbol bigram and grammar rule prob-
abilities.

A fast scoring algorithm.

An algorithm to find trails, to provide interpretations of an utterance.

The aim of the model of removing the sharp grammatical /ungrammatical distinction
of traditional linguistic approaches to language modelling has been achieved and the
approach has been shown to give better performance than standard N-gram models.

It should be possible to extend the basic integrated language model to incorporate
acoustic information and to use more powerful N-gram based modelling techniques,
while the approach also has potential for application in the field of grammatical
inference.

8.2 Conclusions

8.2.1 Performance of the Integrated Language Model

The results reported in Chapter 7 show the integrated language model giving im-
proved performance in the ARM domain, for which traditional PCFG models could not
be applied due to the ungrammatical (in the strict sense) nature of the data, for all
but the arm.full models.

Compared to N-gram and extended N-gram models the integrated language model
gives better performance than standard bigrams, trigrams and extended bigrams. Fx-
tended trigrams give rise to lower perplexity values, but do not generate any of the
syntactic descriptions that trails generated by the integrated language model can
provide. As perplexity decomposition demonstrates (Section 7.4), the integrated lan-
guage model is at present weighted towards the bigram element so it is not surprising
that superior results can sometimes be achieved using higher-order N-grams; see Sec-
tion 8.3.2. For the task of re-scoring N-best lists the correlation results obtained for
integrated language models are better even than those for extended trigrams.

The node based, instead of path based, approach of the integrated language model
gives rise to efficient algorithms and the performance characteristics given in Ap-
pendix D demonstrate this. In particular, the mean number of nodes increases lin-
early with sentence length for all sizes of grammar (Section 7.2) and this makes the
scoring algorithm especially efficient.
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(a) A (b) A (c) A
A A A A A

A A A A A A A

A A A A A A A A

a a a a a a a a a a a a

Figure 8.1: Complex structure from simple rules.

8.2.2 The Quality of the ARM Data

There are some potential weaknesses of the ARM data (Appendix B) to which the
integrated language model has been applied:

e The size of the corpora used and the number of N-best lists available was small.
This limits the absolute significance that can be attached to the results, but they
nevertheless show clear trends in the usefulness of models with larger grammar
elements, which explicitly model structure.

o N-best lists processed did not usually contain the correct utterance and there-
fore a compromise had to be made in correlating scores with a distance measure.
Ideally re-ordering of N-best lists based on re-scoring them should be shown to
move the correct utterance up the list.

e The length of typical ARM reports (at around 50 words) is large compared to
more usual sentence length utterances. Therefore the decision was made to
split reports into their constituent sentences. However, the processing of both
sentences and reports showed the same general trends and only a small shift in
performance, which was slightly inferior for report length sequences.

8.2.3 Complexity of Observed Structure

Consider the grammar fragment:

A -> a
A->al

For the sequence ‘a a a a’ the structure generated by a traditional LR parser is
shown in Figure 8.1(a). The structure found by the substring parser for the same
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sequence is given in Figure 8.1(b). Even when pruning is applied, Figure 8.1(c), there
is still left a very complex structure as a result of applying seemingly simple rules.
Although this is an artificial illustration created using a recursive grammar fragment,
such complexity of structure is observed for the ARM data and can be expected in
other practical applications as well. Much of this structure is not really useful and
it might be beneficial to simplify it using a more sophisticated approach to pruning,
during or after the parsing stage.

8.3 Further Work

8.3.1 Incorporation of Word-Likelihoods

The current scoring algorithm (Section 6.4) takes the derivation probability D(w;) of
a terminal symbol w; to be 1 and word-likelihoods from a preceding acoustic based
pattern-matching stage are ignored.

Word-likelihoods could be simply incorporated by setting

D(w;) = AL(w;),

where L(w;) is the acoustic word-likelihood of w; and A is some scaling factor [44].

Alternatively, independent scores for an utterance from a pattern-matching stage
and the integrated language model could be combined as a final step, again with
suitable weighting for each component score.

8.3.2 Weighting of Paths

As demonstrated by perplexity decomposition (Section 7.4) even for a full coverage
grammar the bigram element of the integrated language model still plays a large
part in the generation of sentence scores. Also, as a consequence of symbols being
combined at higher levels in parse forests, there are more nodes at lower levels closer to
the actual words of an input string and therefore correspondingly more paths through
lower levels of the structure. This could be emphasising the relative importance of
low-level symbol bigram transitions, between words and short phrases for example,
against transitions between longer high-level phrases. A weighting of paths at different
levels through a parse forest could be applied to balance such effects.

The simplest weighting procedure would be to classify transitions in the following
way:

e Terminal to terminal transitions.
e Terminal to non-terminal transitions and vice versa.
o Non-terminal to non-terminal transitions.

Suitable scaling factors could then be applied to each case to control the relative
importance given to different level paths, allowing greater weight to be given to the
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grammar element of the model. This could be especially beneficial if this element
is constructed inductively from real language on a performance-enhancing basis; see

Section 8.3.5.

8.3.3 Application of Higher-Order or Extended N-Grams

At present the integrated language model is based around symbol bigrams. In princi-
ple an enhancement to incorporate symbol trigrams into the model should be possible.
In addition to the implications for storage and smoothing which are familiar from
other work in language modelling, there would be implications for the complexity
and speed of the algorithms which would need to be carefully considered. However,
since the trigram is currently the preferred model for state of the art ASR systems,
the appeal of being able to incorporate selectively, performance-enhancing grammar
rules into such a paradigm is clear [40].

It is less clear how extended N-grams (and other related approaches) could be
incorporated into the model because of the large number of possible paths through
parse forests. It would be simple to do this for trail scoring, however, because a trail
is just an unambiguous sequence of nodes; see Section 8.3.4.

8.3.4 Scoring of Trails

Finding the trails that cover an utterance is the first step in finding an interpreta-
tion. For the case of a single trail covering an utterance, this provides a possible
interpretation. However, for the case of multiple trails the best interpretation needs
to be selected in some way. The possible different trails that may cover an utterance
need to be assigned scores, the highest scoring can then be selected to give a unique
interpretation. There are various possibilities for the scoring of trails:

e The trail score could be based on the number of nodes passed through by
the trail, normalised by the number of words in the utterance. A lower score
would indicate that a particular trail has reduced the utterance to higher level
structure than others.

e The trail score could be based on the integrated language model scoring algo-
rithm applied to that part of the parse forest bounded by a particular trail.

o Extended N-grams could be trivially applied to trails, since at the trail level
the structure of an utterance has been reduced to a simple sequence of nodes.

¢ Additional knowledge sources, prosody or semantics for example, could also be
applied to the scoring of trails.

Like parse forests it may also be beneficial to apply some pruning criterion to
trails. Before they are scored trails could be filtered, perhaps by retaining only those
that incorporate certain classes of nodes. For example, if there exist trails for an
utterance which consist of just non-terminal symbols, as well as trails which consist
of terminal and non-terminal symbols, then the latter could be ignored. Important
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information bearing fragments of an utterance could be extracted in this way, while
remaining filler words are discarded.

8.3.5 Grammatical Inference

Traditionally a grammar has to be both complete and connected and these require-
ments make the inference of a grammar from examples of text very difficult. Indeed
for a practical CFG for natural language applications this is a largely unsolved prob-
lem. The integrated language model eliminates these requirements and provides a
framework for developing and testing sets of grammar rules covering some domain.
Although there is no easy path to a global optimum, the effect of progressively adding
or deleting rules can be measured more easily than is possible for traditional linguistic
models. A small set of general rules could be written as an initial model and extra
rules added and assessed in steps.

Generating new rules to cover trails could be the basis of a grammatical inference
method (Section 4.5). Trails record the highest level parses found for an input se-
quence and so a new rule with the nodes along a trail on its right-hand side would
automatically give full coverage for that particular sequence. If similar trails were
commonly found to occur this would be evidence for the usefulness of adding some
new rule to the grammar element of the model.

8.3.6 Quantifying Grammar Coverage

For the results presented in Chapter 7 the coverage of different grammars has been
implicitly represented by the number of rules in a grammar. This is clearly a crude
measure of grammar coverage and better approaches are needed to quantify the power
of a grammar.

An obvious alternative is to measure the coverage of a grammar in terms of the
number of sentences in some test corpus which can be successfully parsed. However,
apart from the arm.full grammar, none of the grammars used for the work detailed
in Chapter 7 gave a full parse for any sentence in the corpora used, due to the
incomplete nature of the grammars.

What is required is a meaningful and useful way of measuring the coverage of
(possibly incomplete) grammars in domains where full parses of utterances cannot be
expected.

8.3.7 Analysis of Smoothing

Further work is also needed to empirically analyse the effect on performance of using
different smoothing approaches when training integrated language models. In partic-
ular it would be interesting to investigate how sensitive the model is with respect to
changes in smoothing.
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8.3.8 Software Development

Aside from the development of the theory of the integrated language model itself,
there are several issues relating to its practical implementation:

o The substring parser as currently implemented is known to be deficient in some
areas relating to its efficiency. Due to the substring parsing step’s isolation via
the parse forest interface, the parser could be easily modified or replaced [51]
without affecting the operation of other algorithms.

o Ideally a breadth-search strategy needs to be adopted to allow input to be
processed as an utterance is spoken word-by-word, although this is certainly
not a trivial task and may not be practical for continuously spoken speech.

o Word-lattices or word-graphs are a more efficient representation than simple
N-best lists, of possible hypotheses of an utterance. Certain parsing algorithms
have been extended to parse word-lattices [92, 95] and extending the integrated
language model in such a way is also a possibility for the future [43, 80].
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Appendix A

Pseudo-Bayes Minimum-Risk
Smoothing!

!The theory of pseudo-Bayes minimum-risk smoothing is due to Dr J.H. Wright of the University
of Bristol, see also [5].
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A.1 Theory

Let P = py,...,pn be a multinomial distribution and X = Xy,..., X,, be random
counts of observations with N = 327 X;. Maximum-likelihood estimator (MLE) of
p; is then ]3Z = X;/N.

Risk of an estimator Q = ¢i,...,¢n is defined as Rg = E{>X7,(Q; — p:)*}, so
risk of the MLE 1s

Rp = E{i(Pi—Pi)Z},

No unbiased estimator has smaller risk but a biased estimator can have smaller risk
provided no component p; is near unity.

Define a smoothed estimator Q = (1 — )\)13 + AR where R = ry,...,7, is an
independent estimate of P (such that >-7, 7, = 1). Then the risk of Q is given by

>

E{i [0 =05+ —pir},

= éE{[(l—A)(%—pi)-I-)\(?“z'—Pz')r}a
- (1—/\)2;E{<W—Pz> }HQZE{ p)'}
R D A= S S g

Rq

To minimise risk,

dRq  2(1

W:_7< Zm)%—ﬂz i—pi)’ =0,

when V) )
1 — 5
_ Yipi _ K,
L—X Xi(ri—pi)?
hence A = K/(N + K). Note that 0 < X <1, with

(say),

)\ — 0 if K =0 (i.e. 3¢ such that p, = 1),
11 K =00 (ie r; =p; Vi).
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g

Figure A.1: Geometric interpretation of pseudo-Bayes minimum-risk smoothing.

Because p; is unknown, we use the MLE p; = z;/N in K

A

fo N
N+ K
where
. =53 52
K = L2 }32 =
>i(ri — pi)
N2 S g2

Si(Nry — ;)%

Geometric interpretation (Figure A.1): it can be shown that F(cos?#) = O(m™")
as m — oo where 6 is the angle between RP and Pf’, so RP and PP are ap-
proximately orthogonal. Interpolating linearly between P and R, the point Q (that
minimises Rq) is at the base of the perpendicular from P to RP and is closest to P.

If the distribution is not multinomial (for example if successive observations are
correlated) then this will often increase the variance of Pi, and hence increase the
amount of smoothing.
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B.1 Introduction

The airborne reconnaissance mission (ARM) data derives from work on the ARMADA
continuous-word speaker-independent speech recognition system [79, 78], developed
at the Speech Research Unit, DRA, Malvern. The task associated with the ARMADA
system is the recognition of ARM reports spoken by pilots as they over-fly their targets.

B.2 Vocabulary

The ARM task is covered by a vocabulary of 501 terminal symbols. There is then a
1-1 mapping of terminal symbols symbol to pre-terminal symbols *symbol. The ARM
vocabulary is:

AEW

APVs

C

ESM

EW

GMT

MCV

MCVs

SAM

SPGs
TARWI

Us

VSTOL
YAGI

a

about
above
access
ack
acquisition
action
active
activities
activity
aerial
aerials
air
aircraft
airfield
airstrip
alpha
ambush
ammo
ammunition
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and
antenna
antennae
anti
approx
approximately
armour
armoured
arms

array
artillery
as
assembled
assembly
associated
at

badger

be

beacon
bear
bearing
being
below
blocked
bomber
bowser
bowsers
bravo
bridge
brow
camouflaged
camp

canal
cantilever
capability
capacity
carriage
carriages
casevac
cat
category
centre
charlie
circular
civil
civilian
clear
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close
collection
column
columns
comms
communications
complete
comprehensive
comprising
concealed
concrete
conical
considerable
consisting
construction
containing
convoy
convoys
coordinates
coords
correction
covert
cross
crossing
damage
damaged
dash

data

deck
defence
defences
defended
degrees
delta

depot
destroyed
diameter
difficult
dimension
dipole
direct
direction
dish
dispersal
dispersals
dug

dump
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each
east
easy
echo
eight
eighteen
eighth
eighths
eighty
eleven
emplacement
end
enemy
engineering
erect
estimated
evidence
evident
facility
feet

few
field
fife
fifer
fifteen
fifty
fighter
fire
firing
fishbed
five
fixed
flanker
flogger
forger
fortified
forty
four
fourteen
foxbat
foxtrot
freight
frenzied
fuel
fulcrum
going
golf
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goods

grass

grid
ground
guidance
gun

guns

hangar
hardened
having
havoc
havok
heading
heavy
height
helicopter
helicopters
helo

helos
hidden
hind

hip

hocum
holding
horizontal
horn
hospital
hotel

hour
howitzer
hundred
hurried
hyphen

in
including
incomplete
incorporating
india
infantry
inoperative
installation
intact
intelligence
joint
juliet
junction
kilo
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kilometre
kilometres
knots
lane
lanes
launch
launcher
launchers
length
less
level
lift
light
like

lima
limited
line
lines
little
loading
located
location
logistics
loop
lorry
machine
main
maintenance
major
many

map
marshalling
mast
material
mechanised
medium
message
metre
metres
mike
mile
miles
military
minor
missile
missiles
mixed
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mobile
modified
more

most
motorised
motorway
movement
much
navaid
near

new

nine
niner
nineteen
ninety

no

normal
north
northeast
northwest
not
noticed
november
number
numerous
observed
obstructed
occupied
of

oh

on

one
operational
or

oscar

out

over

pack

papa
parabolic
partially
partly
passenger
peak

per
perhaps
permanent
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personnel
pipeline
platform
platforms
platoon
plus
police
pontoon
position
possibly
practically
prepared
principal
proceeding
projectiles
propelled
protected
quebec
radar
radio

raid

rail
railway
ready
rearming
recce
receiver
reconnaissance
red

ref
reference
refuelling
refurbishing
repair
repaired
repeat
report
rhombic
river

road
rocket
rockets
romeo
rotary
roughly
rounds
runway
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runways
scientific
scout
section
sections
self

semi
serviceable
sets
seven
seventeen
seventy
several
siding
sidings
sierra
sighted
sighting
similar
single
site

six
sixteen
sixty
size
slash
small

S0

some
something
south
southeast
southwest
span
spans
speed
spotted
squad
squadron
static
station
steel
stone
stop
storage
stores
strip
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stroke
structural
summit
supply
support
surface
suspension
swing
tactical
tango

tank
tanker
tankers
tanks
target
task
taxiway
taxiways
temporarily
temporary
ten

than

the
thirteen
thirty
thousand
three

time

to

total
tracked
tracks
train
trains
transmitter
transport
trees
troop
troops
twelve
twenty
twin

two

type
undamaged
undefended
under
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unidentified
uniform
unipole
unknown
unloading
unobstructed
unoccupied
unoperational
unrepaired
unserviceable
unusable
up

usable

use
vehicle
vehicles
vertical
victor
virtually
visible
wagon
wagons
water
weapon
weapons
well

west
whiskey
wholly
width

wing

wire

with

wood
wooden
woods

work
worked
xray
yankee
yard

yards

Zero

zulu
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B.3 Corpora

B.3.1 Sentences

Simulated corpora of full reports and corpora of the constituent sentences of reports
were used and are characterised in Table 7.1 in Chapter 7. Typical ARM sentences
are:

report seven dash papa slash four seven four
target map coordinates hotel uniform zero seven eight niner
time over target seventeen thirty six zulu

new target category oh six column of light infantry ready to fire to south
of grid ref some machine gun capability

TARWI two eighths at four hundred end of report

B.3.2 Reports
Typical ARM reports are:

report seven dash papa slash four seven four

target map coordinates hotel uniform zero seven eight niner

time over target seventeen thirty six zulu

new target category oh six column of light infantry ready to fire to south
of grid ref some machine gun capability

TARWI two eighths at four hundred end of report

task number niner dash yankee dash fife niner eight

target location at coordinates xray alpha two six fife four

sighting at zero four hundred zulu

cat one fife major rail depot many ammo wagons limited loading activity no
visible ground defence

TARWI one eighth at ten thousand end

report seven stroke yankee hyphen fife zero four

target located at grid coordinates victor alpha repeat victor alpha zero
three two zero

time of sighting twenty two oh one GMT

cat oh one military strip more than six light aircraft taxiway heading west
temporarily destroyed anti tank defences to southwest damaged

TARWI seven eighths at fife hundred end of message

task four stroke november dash fife three fife

target located at grid ref charlie kilo niner eight six fife

spotted at oh one ten GMT

target category one fife minor repair depot a few carriage sets some
unloading of troops considerable heavy anti aircraft defence

TARWI fife eighths at seven hundred end of report
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correction

silence repeat repeat correction silence
silence task_id digit ~ separator alphabet separator  digit digit digit stop

digit

silence

)

Figure B.1: Part of the state transition network diagram for the ARM finite state syntax.

B.4 Grammars

B.4.1 Overview

A finite state syntax for ARM reports exists, but is not in a form suitable for use by LR
parsers. Systematic procedures exist for converting finite state syntax specifications
into CFG form, but they lead to overly complex and unnatural sets of production rules.
So a CFG for ARM reports was handwritten using the original finite state syntax as a
guide. The CFG produced (arm.full) is more general than the original specification,
but this allows it to be simpler, while it retains full coverage of the ARM corpora.

As an illustration a small part of the finite state syntax specification, in the form
of a state transition network diagram, is shown in Figure B.1.

A hierarchy of grammars is derived from the full coverage grammar arm.full by
progressively removing groups of production rules. Table 7.2 in Chapter 7 specifies
these grammars, arm.full is listed in Section B.4.2 and the sets of production rules
progressively removed are listed in Sections B.4.3, B.4.4 and B.4.5.

B.4.2 arm.full

The arm.full grammar:

ARM -> PREAMBLE POSITION TIME BODY CLOSE
ZERO -> *oh

ZERO -> *zero

DIGIT -> *one

DIGIT -> *two

DIGIT -> *xthree

DIGIT -> xfour
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DIGIT -> #*five

DIGIT -> xfife

DIGIT -> *fifer

DIGIT -> *six

DIGIT -> *seven

DIGIT -> *eight

DIGIT -> *nine

DIGIT -> *niner

TEENS -> *eleven

TEENS -> *twelve

TEENS -> *thirteen

TEENS -> *fourteen

TEENS -> *fifteen

TEENS -> *gsixteen

TEENS -> *seventeen

TEENS -> *eighteen

TEENS -> #*nineteen

TENS -> *ten

TENS -> *twenty

TENS -> *thirty

TENS -> #*forty

TENS -> *fifty

TENS -> #*sixty

TENS -> #*seventy

TENS -> *eighty

TENS -> #ninety

HUNDREDS -> DIGIT *hundred
HUNDREDS -> TEENS *hundred
HUNDREDS -> TENS *hundred
HUNDREDS -> TENS DIGIT *hundred
THOUSANDS -> DIGIT *thousand
THOUSANDS -> TEENS *thousand
THOUSANDS -> TENS *thousand
THOUSANDS -> TENS DIGIT *thousand
NUMBER -> ZERO

NUMBER -> DIGIT

NUMBER -> TEENS

NUMBER -> TENS

NUMBER -> TENS DIGIT

NUMBER -> HUNDREDS

NUMBER -> HUNDREDS *and DIGIT
NUMBER -> HUNDREDS *and TEENS
NUMBER -> HUNDREDS *and TENS
NUMBER -> HUNDREDS *and TENS DIGIT
NUMBER -> THOUSANDS

NUMBER -> THOUSANDS *and DIGIT

NUMBER

THOUSANDS *and TEENS
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NUMBER -> THOUSANDS *and TENS

NUMBER -> THOUSANDS *and TENS DIGIT
NUMBER -> THOUSANDS HUNDREDS

NUMBER -> THOUSANDS HUNDREDS #*and DIGIT
NUMBER -> THOUSANDS HUNDREDS #*and TEENS
NUMBER -> THOUSANDS HUNDREDS #*and TENS
NUMBER -> THOUSANDS HUNDREDS #*and TENS DIGIT
NUMBER@ -> NUMBER

NUMBER@ -> NUMBER NUMBERQ

NUMBER@ -> NUMBER@ *correction NUMBERQ
NUMBER@ -> NUMBERQ@ *repeat NUMBER®@
LETTER -> *alpha

LETTER -> *bravo

LETTER -> *charlie

LETTER -> *delta

LETTER -> *echo

LETTER -> xfoxtrot
LETTER -> *golf
LETTER -> xhotel
LETTER -> *india
LETTER -> *juliet
LETTER -> #*kilo
LETTER -> *1lima
LETTER -> #*mike
LETTER -> *november
LETTER -> *oscar
LETTER -> *papa
LETTER -> *quebec
LETTER -> *romeo
LETTER -> *sierra
LETTER -> *tango
LETTER -> #*uniform
LETTER -> *victor
LETTER -> *whiskey
LETTER -> *xray
LETTER -> *yankee
LETTER -> *zulu

LETTER@ -> LETTER

LETTER@ -> LETTER LETTER@

LETTER@ -> LETTER@ *correction LETTER®@

LETTER@ -> LETTERQ@ *repeat LETTERQ

PREAMBLE -> REPORT NUMBER@ SEPARATOR LETTER@ SEPARATOR NUMBER®@
REPORT -> *recce *report

REPORT
REPORT -> *reconnaissance *task
REPORT -> *report

REPORT -> *report #*ref

> *xrecce *task
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REPORT
REPORT
SEPARAT
SEPARAT
SEPARAT
SEPARAT
POSITIO
TARGET
TARGET
TARGET
TARGET
TARGET
MAP ->
MAP ->
MAP ->
MAP ->
MAP ->
MAP ->
MAP ->
MAP ->
TIME ->
SIGHTED
SIGHTED
SIGHTED
SIGHTED
SIGHTED
SIGHTED
ZONE ->
Z0NE ->
BODY ->
BODY ->
BODY ->
BODY ->
BODY ->
BODY ->
BODY ->

-> *task
-> *task *number

OR -> *dash

OR -> *hyphen

OR -> *slash

OR -> *stroke
N -> TARGET MAP LETTER@ NUMBER®@
-> #military *activity *at
-> *target
-> xtarget *at
-> *target *located *at
-> *target *location *at
*coordinates

*coords

*grid *coordinates

*grid *ref

*grid *reference

*map *coordinates

*map *ref

*map *reference

SIGHTED NUMBER@ ZONE

-> *sighted *at

-> *sighting *at

-> *spotted *at

-> *time *of *sighting

-> *time *on *target

-> *time *over *target

*GMT

*zulu

CATEGORY ID@ CATO1:Airfields
CATEGORY ID@ CATO2:Defences
CATEGORY ID@ CATO3:Comms
CATEGORY ID@ CATO4:Buildings
CATEGORY ID@ CATO6:Infantry
CATEGORY ID@ CAT12:Bridges
CATEGORY ID@ CAT15:Railways

CATEGORY -> *cat

CATEGORY -> *category

CATEGORY -> #*new *target *cat
CATEGORY -> #*new *target *category
CATEGORY -> *target *cat

CATEGORY -> *target *category

IDe ->
IDe ->
IDe ->
ID -> Z
ID -> Z

ID

ID *correction ID
ID *repeat ID

ERO *one

ERO *two
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ID -> ZERO *three

ID -> ZERO *four

ID -> ZERO *six

ID -> *one *two

ID -> *one *five

ID -> *one *fife

ID -> *one *fifer

CLOSE -> *TARWI FRACTION *at NUMBERQ@ END
FRACTION -> *clear
FRACTION -> *one *eighth
FRACTION -> *two *eighths
FRACTION -> *three *eighths
FRACTION -> *four *eighths
FRACTION -> *five *eighths
FRACTION -> xfife *eighths
FRACTION -> *fifer *eighths
FRACTION -> *six *eighths
FRACTION -> *seven *eighths
FRACTION -> *eight *eighths
END -> #*data *complete

END -> #*end

END -> #end *of #*message
END -> *end *of *report

END -> *out

CATO1:Airfields -> CATOla [CATO1b] CATO1lc [CATO1d] CATOle@ CATO1f@

CATO1a -> AIRFIELD
CATO1a -> STATUS AIRFIELD

CATOla -> STATUS STATUS AIRFIELD

[CATO1b] ->

[CATO1b] -> QUANTITY [ACTIVITY] #*activities

[CATO1b] -> QUANTITY [ACTIVITY] *activity

CATO1c -> [APPROX] NUMBER@ [APPROX] [AIRCRAFT] *aircraft
CATO1c -> [APPROX] NUMBER@ [APPROX] [AIRCRAFT] *helicopter
CATO1c -> [APPROX] NUMBER@ [APPROX] [AIRCRAFT] *helicopters
CATO1c -> [APPROX] NUMBER@ [APPROX] [AIRCRAFT] #helo
CATO1c -> [APPROX] NUMBER@ [APPROX] [AIRCRAFT] *helos
[CATO1d] ->

[CATO1d] -> *type [APPROX] AIRCRAFT

[CATO1d] -> *of *type [APPROX] AIRCRAFT

CATO1e@ -> CATOle

CATO1e@ -> CATOle CATO1e@

CATOle -> RUNWAY *heading DIRECTION STATUS STATUS

CATOle -> RUNWAY *to DIRECTION STATUS STATUS

CATO1f@ -> CATO1f

CATO1f@ -> CATO1f CATO1fe@

CATO1f -> WEAPON *defence STATUS

CATO1f -> WEAPON *defence *to DIRECTION STATUS
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CATO1f -> WEAPON *defences STATUS
CATO1f -> WEAPON *defences *to DIRECTION STATUS
CATO2:Defences -> CATO2a [CATO2b] CATO2c [CAT02d]
CATO2a -> [STATUS] WEAPON SITE

[CATO2b] ->

[CATO2b] -> LOCATION TERRAIN

CATO2c -> [PREP] NUMBER@ LAUNCHERS PREP [APPROX] NUMBER@ [APPROX] ROUNDS
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CATO2¢c -> [PREP] QUANTITY LAUNCHERS PREP [APPROX] NUMBER@ [APPROX] ROUNDS

[CATO2d] ->
[CAT02d] -> QUANTITY WEAPON *defence
[CAT02d] -> QUANTITY WEAPON *defences

CATO03:Comms -> [CAT03a@] CATO3b CATO3c CATO03d CAT03e CATO3f [CAT03g@]

[CATO3a@] ->

[CATO3a@] -> CAT03a@

CATO03a@ -> STATUS

CATO03a@ -> STATUS CAT03a@

CATO3b -> COMMS

CATO3c -> SITE

CATO3c -> SITE STATUS

CATO3d -> QUANTITY ACTIVITY

CATO3d -> GROUP VEHICLES

CATO3d -> QUANTITY VEHICLES

CATO3e -> ANTENNA ANTENNA CONSTRUCTION
CATO3e -> ANTENNA *of ANTENNA CONSTRUCTION
CATO3e -> NUMBER@ ANTENNA #of ANTENNA CONSTRUCTION
CATO3e -> QUANTITY ANTENNA *of ANTENNA CONSTRUCTION
CAT03f -> DIMENSION [APPROX] NUMBER@ MEASURE
[CATO3g@] ->

[CAT03g@] -> CAT03gQ

CATO3g@ -> CATO3g

CATO03g@ -> CATO03g CATO3ge

CATO3g -> WEAPON@ *capability #to DIRECTION
CATO3g -> WEAPON@ *defence *to DIRECTION
CATO3g -> WEAPON@ *defences *to DIRECTION
CATO3g -> WEAPON@ *emplacement *to DIRECTION
CATO4:Buildings -> CATO4a [CATO4b] CATO4c
CATO4a -> STATUS USE

CATO4a -> STATUS USE SITE

[CATO4b] ->

[CATO4b] -> QUANTITY@ ACTIVITY EVIDENCE
CATO4c -> ACCESS [TRANSPORT] #access
CATO6:Infantry -> CATO6a [CATO6b] CATO6c
CATO6a -> INFANTRY

CATOBa -> GROUP [STATUS] INFANTRY

CATO6a -> NUMBER@ [STATUS] INFANTRY

CATO6a -> QUANTITY [STATUS] INFANTRY
[CATO6D] ->
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[CATO6b]
[CATO6b]
[CATO6b]
[CATO6b]
[CATO6Db]
[CATO6b]
[CATO6b]
CATO6c ->
CATO6c ->

-> STATUS *to DIRECTION

=> STATUS *to DIRECTION *of

=> STATUS *to DIRECTION *of

-> HEADING DIRECTION *speed
-> HEADING DIRECTION *speed
-> HEADING NUMBER@ *degrees

-> HEADING NUMBER@ *degrees

QUANTITY WEAPON *capability
QUANTITY WEAPON *defences

*grid *position

*grid *ref

*unknown

[APPROX] NUMBER@ SPEED

*speed *unknown

*speed [APPROX] NUMBER@ SPEED

CAT12:Bridges -> CAT12a CAT12b CAT12c [CAT12d] CAT12e CAT12f

CAT12a ->
CAT12a ->
CAT12a ->

STATUS *bridge OVER
STATUS *pontoon OVER
STATUS BRIDGE

CAT12a -> STATUS BRIDGE PREP NUMBER@ SPANS [OF]
CAT12a -> STATUS BRIDGE PREP QUANTITY SPANS [OF]

CAT12b ->
CAT12¢c ->

DIMENSION NUMBER@ MEASURE
STRUCTURAL

CAT12c -> STRUCTURAL SPANS NUMBER@ MEASURE

[CAT12d]
[CAT12d]
[CAT12d]
CAT12e ->

->

-> CONSTRUCTION MATERIAL

-> CONSTRUCTION *of MATERIAL
*capacity NUMBER@ TRACKS

CAT12e -> *capacity NUMBER@ TRACKS TOTAL

CAT12f ->
CAT12f ->
CAT12f ->
CAT12f ->

QUANTITY *defence
QUANTITY *defences
QUANTITY WEAPON *defence
QUANTITY WEAPON *defences

CAT15:Railways —-> CAT15a CAT15b CAT15c CAT15d

CAT1ba ->
CAT15b ->
CAT15b ->
CAT16c ->
CAT15c ->
CAT15c ->
CAT15c ->
CAT15c ->
CAT15c ->
CAT15c ->
CAT16c ->
CAT15c ->
CAT16c ->
CAT16c ->
CAT15c ->
CAT15d ->
CAT15d ->
CAT15d ->
CAT15d ->

STATUS DEPOT

[APPROX] NUMBER@ WAGONSG@
QUANTITY WAGONS@

ACTIVITY *activities
ACTIVITY *activity

ACTIVITY *loading *activiti
ACTIVITY *loading *activity
ACTIVITY #military *activit
ACTIVITY #*military *activit
ACTIVITY *repair *activitie
ACTIVITY *repair *activity
ACTIVITY *unloading *activi
ACTIVITY *unloading *activi
ACTIVITY *loading *of FREIG
ACTIVITY *unloading *of FRE
QUANTITY@ WEAPON *defence
STATUS@ WEAPON *defence
QUANTITY@ WEAPON *defence *
STATUS@ WEAPON *defence *to

es

ies
y
S

ties
ty
HT
IGHT

to DIRECTION
DIRECTION
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CAT15d ->
CAT15d ->
CAT15d ->
CAT15d ->
ACCESS ->
ACCESS ->
ACCESS ->
ACCESS ->
ACCESS ->
ACCESS ->

BORNE RECONNAISSANCE MISSION DATA

QUANTITY@ WEAPON *defences

STATUS@ WEAPON *defences

QUANTITY@ WEAPON *defences *to DIRECTION
STATUS@ WEAPON *defences *to DIRECTION
*easy

*difficult

*direct

*no

*some

*unobstructed

[ACTIVITY] ->
[ACTIVITY] -> ACTIVITY

ACTIVITY
ACTIVITY
ACTIVITY
ACTIVITY
ACTIVITY
ACTIVITY
ACTIVITY
ACTIVITY
ACTIVITY
ACTIVITY
ACTIVITY
ACTIVITY
ACTIVITY
ACTIVITY
ACTIVITY
ACTIVITY
ACTIVITY
ACTIVITY
ACTIVITY
ACTIVITY
ACTIVITY

-> *considerable

-> xconstruction

-> *construction *activity
-> xconstruction *work
-> *enemy

-> *frenzied

-> *hurried

-> xlimited

-> *loading

-> *military

=> *much

-> *normal

-> *rearming

-> *refuelling

-> *refurbishing

-> *xrepair

-> *some

-> *troop

-> xtroop *activity
-> *unloading

-> *visible

[AIRCRAFT] ->
[ATIRCRAFT] -> AIRCRAFT

ATRCRAFT
ATIRCRAFT
ATRCRAFT
ATRCRAFT
ATRCRAFT
ATRCRAFT
ATRCRAFT
ATRCRAFT
ATRCRAFT
ATRCRAFT
ATRCRAFT
ATRCRAFT

-> xAEW

-> *VSTOL
-> *badger
-> *bear

-> *bomber
-> xfighter
-> *fishbed
-> x*fixed *wing
-> xflanker
-> *flogger
-> xforger
-> xfoxbat
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ATRCRAFT
AIRCRAFT
AIRCRAFT
AIRCRAFT
AIRCRAFT
AIRCRAFT
AIRCRAFT
AIRCRAFT
AIRCRAFT
AIRCRAFT
AIRCRAFT
AIRCRAFT
AIRCRAFT
AIRFIELD
AIRFIELD
AIRFIELD
AIRFIELD
ANTENNA -
ANTENNA -
ANTENNA -
ANTENNA -
ANTENNA -
ANTENNA -
ANTENNA -
ANTENNA -
ANTENNA -
ANTENNA -
ANTENNA -
ANTENNA -
ANTENNA -
ANTENNA -
ANTENNA -
ANTENNA -
ANTENNA -
ANTENNA -
ANTENNA -
ANTENNA -
[APPROX]
[APPROX]
APPROX ->
APPROX ->
APPROX ->
APPROX ->
APPROX ->
APPROX ->
APPROX ->
APPROX ->

VVVV VYV VVVVV VYV VYV VYVYVYVYV

>
->
*
*
*
*
*
*

*fulcrum

*havoc

*havok

*heavy *1ift
*hind

*hip

*hocum

*light

*medium *support
*rotary *wing
*support
*transport
*unknown
*airfield
*airstrip
*grass *strip
*strip

*YAGI

*aerial

*aerials
*antenna
*antennae
*circular *array
*conical *wire
*dipole

*dipole *array
*dish
¥horizontal *wire
*horn

*loop

*parabolic
*parabolic *dish
*rhombic
*unipole
*vertical *mast
*vertical *wire
*wire

APPROX

about

approx
approximately
estimated *as
estimated *to *be
less *than

*more *than

*

or *less
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APPROX -> *or *more

APPROX -> *or #*so

APPROX -> *perhaps

APPROX -> *possibly

APPROX -> *roughly

APPROX -> *similar *to

APPROX -> *something *like
APPROX -> #unidentified
APPROX -> *unknown

APPROX -> *up #*to

BRIDGE -> *canal *bridge
BRIDGE -> *cantilever *bridge
BRIDGE -> *motorway *bridge
BRIDGE -> *railway *bridge
BRIDGE -> *road *and *rail *bridge
BRIDGE -> *road *bridge
BRIDGE -> *suspension *bridge
BRIDGE -> *swing *bridge
COMMS -> *C *two

COMMS -> *ESM

COMMS -> *EW

COMMS -> *aerial

COMMS -> *ammunition

COMMS -> *antenna

COMMS -> *beacon

COMMS -> *comms

COMMS -> *communications
COMMS -> *intelligence

COMMS -> *navaid

COMMS -> *radar

COMMS -> xradio

COMMS -> *receiver

COMMS -> *scientific

COMMS -> *target *acquisition
COMMS -> *target *guidance
COMMS -> *transmitter
CONSTRUCTION -> *construction
CONSTRUCTION -> *material
CONSTRUCTION -> *type

DEPOT -> *depot

DEPOT -> *freight *yard
DEPQOT -> *junction

DEPOT -> *marshalling *yard
DEPOT -> #rail *depot

DEPOT -> #rail *junction
DEPOT -> *railway *crossing
DEPOT -> #*railway *depot
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DEPOT -> *railway #*junction
DEPOT -> *repair #*depot
DEPOT -> *repair *yard
DEPOT -> *siding

DEPOT -> *sidings

DEPOT -> *yard

DIMENSION
DIMENSION
DIMENSION
DIMENSION
DIMENSION
DIMENSION
DIMENSION
DIMENSION
DIMENSION
DIMENSION
DIRECTION
DIRECTION
DIRECTION
DIRECTION
DIRECTION
DIRECTION
DIRECTION
DIRECTION
EVIDENCE -
EVIDENCE -
EVIDENCE -
EVIDENCE -
EVIDENCE -
FREIGHT ->
FREIGHT ->
FREIGHT ->
FREIGHT ->
FREIGHT ->
FREIGHT ->

->

>
>
>
>
>
*

*diameter
*height
*length
*main *dimension
*principal *dimension
*¥size
*total *height
*total *length
*total *width
*width
*keast
*north
*northeast
*northwest
*south
*southeast
*southwest
*west
*activity
*going *on
*in *evidence
*noticed
*observed
ammo

*freight
*fuel
*troops
*weapon
*weapons
GROUP -> *a *number *of
GROUP -> *collection *of
GROUP -> *column *of
GROUP -> *heavy

GROUP -> *1light

GROUP -> *pack *of
GROUP -> *squad *of
GROUP -> *squadron *of
HEADING -> #*bearing
HEADING -> *heading
HEADING -> #proceeding
INFANTRY -> *APVs
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INFANTRY
INFANTRY
INFANTRY
INFANTRY
INFANTRY
INFANTRY
INFANTRY
INFANTRY
INFANTRY
INFANTRY
INFANTRY
INFANTRY
INFANTRY
INFANTRY
INFANTRY
INFANTRY
INFANTRY
INFANTRY
INFANTRY
INFANTRY
INFANTRY
INFANTRY
INFANTRY
INFANTRY
INFANTRY
INFANTRY

LAUNCHERS ->

LAUNCHERS
LAUNCHERS
LAUNCHERS
LAUNCHERS
LAUNCHERS
LOCATION
LOCATION
LOCATION
LOCATION
LOCATION
LOCATION
LOCATION
LOCATION
MATERTIAL
MATERIAL
MATERTIAL
MATERIAL
MATERIAL

*MCV

*MCVs

*SPGs

*armoured *column

*armoured *columns

*artillery

*engineering *vehicles

*field *artillery

*field *guns

*heavy *armoured *vehicles

*howitzer

*infantry *columns

*light *infantry

*1ight *tanks

*mechanised *infantry

*motorised *infantry

*platoon

*rocket *artillery

*scout *vehicles

*self *propelled *artillery

*supply *column

*supply *columns

*supply *convoy
*supply *convoys
*tanks

*troop *movement
*launcher
*launchers
*launch *platform
*launch *platforms
*missile *launcher
*missile *launchers
*above

*below

*close *to

*east *of

*near *to

*north *of

*south *of

*west *of

*concrete

*steel

*stone

*wood

*wooden

MEASURE -> *feet
MEASURE -> *metre
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MEASURE -> *metres
MEASURE -> *yard
MEASURE -> *yards
[OF] ->

[OF] -> OF

OF -> *most *of

OF -> *one *of

OF -> *several *of
OVER -> *rail *over
OVER -> *rail *over
OVER -> *road *over
OVER -> *road *over

¥rail
*river
*canal
*rail

(PREP] ->

[PREP] -> PREP

PREP -> *and

PREP -> *each *having
PREP -> #*each #with

PREP -> #having

PREP -> *including

PREP -> *incorporating
PREP -> *comprising

PREP -> *consisting *of
PREP -> *containing

PREP -> #holding

PREP -> xof

PREP -> *plus

PREP -> #stop

PREP -> #*the

PREP -> #with

QUANTITY -> *a *few
QUANTITY -> *camouflaged
QUANTITY -> *comprehensive
QUANTITY -> #*considerable
QUANTITY -> *enemy
QUANTITY -> *heavy
QUANTITY -> *hidden
QUANTITY -> *light
QUANTITY -> #limited
QUANTITY -> #little
QUANTITY -> *many
QUANTITY -> #mixed
QUANTITY -> #*much
QUANTITY -> #*no

QUANTITY -> *not *much
QUANTITY -> *no *visible
QUANTITY -> *numerous
QUANTITY -> #*operational
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QUANTITY
QUANTITY
QUANTITY
QUANTITY
QUANTITY
QUANTITY®@
QUANTITY@
ROUNDS ->
ROUNDS ->
ROUNDS ->
ROUNDS ->
ROUNDS ->
ROUNDS ->
RUNWAY ->
RUNWAY ->
RUNWAY ->
RUNWAY ->
RUNWAY ->
RUNWAY ->
RUNWAY ->
RUNWAY ->
RUNWAY ->
RUNWAY ->
SITE -> *
SITE -> *
SITE -> *
SITE -> *
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|
v

*gseveral

|
A\

*some

*¥some *visible

> *visible

> *well *prepared

-> QUANTITY

-> QUANTITY QUANTITY®
*rounds

*weapon

*weapons

*missiles

[
v

*rockets
*projectiles
*dispersal
*dispersals
*main *runway
*main *runways
*main *strip
*main *taxiway
*runway
*runways
*taxiway
*taxiways

camp

depot

dump

facility

SITE -> *hangar

SITE -> *
SITE -> *
SITE -> *
SITE -> *
SPANS ->
SPANS ->
SPANS ->
SPANS ->
SPEED ->
SPEED ->
SPEED ->
SPEED ->
SPEED ->
[STATUS]
[STATUS]
STATUS
STATUS
STATUS
STATUS

LI R |
VvV V V V

installation
location
site
station
*section
*sections
*span
*spans
*kilometre *per *hour
*kilometres *per #*hour
*knots
*mile *per *hour
*miles *per xhour
->
-> STATUS
*US
*active
*being *assembled
*being *modified
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STATUS -> *being *repaired
STATUS -> *being *worked *on
STATUS -> *blocked

STATUS -> #*camouflaged
STATUS -> *civil

STATUS -> *civilian

STATUS -> *concealed
STATUS -> *covert

STATUS -> *damage

STATUS -> *damaged

STATUS -> *defended

STATUS -> *destroyed
STATUS -> *dug *in

STATUS -> *enemy

STATUS -> *erect

STATUS -> *fixed

STATUS -> *fortified
STATUS -> *freight

STATUS -> *goods

STATUS -> *hardened

STATUS -> *hidden

STATUS -> #in *ambush #*position
STATUS -> *incomplete
STATUS -> *xin *firing *position
STATUS -> #*inoperative
STATUS -> *in *use

STATUS -> *intact

STATUS -> *joint

STATUS -> *major

STATUS -> *military

STATUS -> #minor

STATUS -> #*mobile

STATUS -> *new

STATUS -> *xobstructed
STATUS -> *occupied

STATUS -> #*operational
STATUS -> *out *of *action
STATUS -> *partially
STATUS -> *partly

STATUS -> *passenger
STATUS -> #permanent
STATUS -> *police

STATUS -> *practically
STATUS -> *protected
STATUS -> *ready *to *ambush
STATUS -> #*ready *to *fire
STATUS -> *repaired
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STATUS
STATUS
STATUS
STATUS
STATUS
STATUS
STATUS
STATUS
STATUS
STATUS
STATUS
STATUS
STATUS
STATUS
STATUS
STATUS
STATUS
STATUS
STATUS
STATUS
STATUS

*semi *mobile
*serviceable
*single *level
*static
*tactical
*temporarily
*temporary
*twin *deck
*¥two *level
*undamaged
*undefended
*under *assembly
*unidentified
*unoccupied
*unoperational
*unrepaired
*unserviceable
*unusable
*usable
*virtually
*wholly

STATUS@ -> STATUS

STATUS@ -> STATUS STATUSQ@
STRUCTURAL -> *centre
STRUCTURAL -> *main
STRUCTURAL -> *major
STRUCTURAL -> *minor
STRUCTURAL -> *principal
STRUCTURAL -> *structural
TERRAIN -> *brow

TERRAT
TERRAI
TERRATI
TERRAT
TOTAL

TOTAL

TOTAL

TOTAL

TOTAL

TRACKS
TRACKS
TRACKS
TRACKS
TRACKS
TRACKS
TRACKS
TRACKS

N
N
N
N
->
->
->
->

|
v

->

> #¥peak
> ¥summit
> *trees
> xwoods
*in *each *direction
*¥in *total
*on *each *deck
*on *each *level
*total
*lane
*¥lanes
*line
*lines
*railway *line
*railway *lines
xrailway *tracks
*tracks
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[TRANSPORT] ->
[TRANSPORT] -> TRANSPORT
TRANSPORT -> *canal
TRANSPORT -> *lorry
TRANSPORT -> #pipeline
TRANSPORT -> *rail
TRANSPORT -> *river
TRANSPORT -> *road
TRANSPORT -> *vehicle
TRANSPORT -> *water

USE -> *aircraft *repair
USE -> *ammo

USE -> *ammunition

USE -> *casevac

USE -> *depot

USE -> *fuel

USE -> *hospital

USE -> *logistics

USE -> *maintenance

USE -> *rearming

USE -> *red *cross

USE -> *refuelling

USE -> *repair

USE -> *storage

USE -> *stores

USE -> *vehicle *repair
VEHICLES
VEHICLES
VEHICLES

> xheavy *vehicles

> *personnel

> xgupport *vehicles
VEHICLES -> *tracked *vehicles
VEHICLES -> *vehicles

WAGONS -> *ammo *trains

WAGONS =-> *ammo *wagons

WAGONS -> *carriages

WAGONS -> *carriage *sets
WAGONS -> *fuel *bowser

WAGONS -> *fuel *bowsers
WAGONS -> *fuel *trains

WAGONS -> *fuel *wagons

WAGONS -> *tankers

WAGONS -> #tanker *wagons
WAGONS -> *train *sets

WAGONS =-> #*troop *wagons
WAGONS -> *wagons

WAGONS -> *wagon *sets

WAGONS@ -> WAGONS

WAGONS@ -> WAGONS PREP [APPROX] NUMBER@ WAGONS@
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WEAPON -> *SAM

WEAPON -> #*SAM *seven
WEAPON -> *ack *ack

WEAPON -> *air

WEAPON -> *xair *defence
WEAPON -> *air *raid
WEAPON -> *anti *aircraft
WEAPON -> *anti *armour
WEAPON -> *anti *tank
WEAPON -> *associated
WEAPON -> *evident

WEAPON -> *ground

WEAPON -> xinfantry

WEAPON -> *little

WEAPON -> *machine *gun
WEAPON -> *minor

WEAPON -> *missile

WEAPON -> *missile *launch
WEAPON -> *missile *support
WEAPON -> *mobile *air *defence
WEAPON -> *permanent

WEAPON -> *small *arms
WEAPON -> *some

WEAPON -> *static *air *defence
WEAPON -> *surface *to *air
WEAPON -> *visible

WEAPON@ -> WEAPON

WEAPON@ -> WEAPON WEAPON@

B.4.3 arm.775

Rules removed from the arm.full grammar to give the arm.775 grammar:

ARM -> PREAMBLE POSITION TIME BODY CLOSE
PREAMBLE -> REPORT NUMBER@ SEPARATOR LETTER@ SEPARATOR NUMBER@
POSITION -> TARGET MAP LETTER@ NUMBER@
TIME -> SIGHTED NUMBER@ ZONE

BODY -> CATEGORY ID@ CATO1l:Airfields
BODY -> CATEGORY ID@ CATO2:Defences

BODY -> CATEGORY ID@ CATO3:Comms

BODY -> CATEGORY ID@ CATO4:Buildings
BODY -> CATEGORY ID@ CATO6:Infantry

BODY -> CATEGORY ID@ CAT12:Bridges

BODY -> CATEGORY ID@ CAT15:Railways
CLOSE -> *TARWI FRACTION *at NUMBER@ END
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B.4.4 arm.702

Rules removed from the arm.775 grammar to give the arm.702 grammar:

REPORT -> *recce *report
REPORT -> *recce *task

REPORT -> *reconnaissance *task
REPORT -> *report

REPORT -> *report *ref

REPORT -> #*task

REPORT -> *task *number
SEPARATOR -> *dash

SEPARATOR -> *hyphen
SEPARATOR -> *slash

SEPARATOR -> *stroke

TARGET -> #military *activity *at
TARGET -> *target

TARGET -> *target *at

TARGET -> *target *located *at
TARGET -> *target *location *at
MAP -> *coordinates

MAP -> #*coords

MAP -> *grid *coordinates

MAP -> #*grid *ref

MAP -> *grid *reference

MAP -> #map *coordinates

MAP -> #map *ref

MAP -> #*map *reference

SIGHTED -> *sighted *at
SIGHTED -> #sighting *at
SIGHTED -> *spotted *at
SIGHTED -> *time *of #*sighting
SIGHTED -> *time *on *target
SIGHTED -> *time *over *target
ZONE -> *GMT

ZONE -> *zulu

CATEGORY -> *cat

CATEGORY -> *category

CATEGORY -> #*new *target *cat
CATEGORY -> #*new *target *category
CATEGORY -> *target *cat
CATEGORY -> #*target *category
ID@ -> ID

ID@ -> ID *correction ID

ID@ -> ID *repeat ID

ID -> ZERO *one

ID -> ZERO *two

ID -> ZERO *three

ID -> ZERO *four
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ID -> ZER
ID -> *on
ID -> *on
ID -> *omn
ID -> *on
FRACTION
FRACTION
FRACTION
FRACTION
FRACTION
FRACTION
FRACTION
FRACTION
FRACTION
FRACTION
FRACTION
END -> *d

BORNE RECONNAISSANCE MISSION DATA

0 *six

e *two

e xfive

e *fife

e xfifer

-> *clear

-> *one *eighth

-> *two *eighths
-> *three *eighths
-> xfour *eighths
-> *five *eighths
-> *xfife *eighths
-> xfifer *eighths
-> *six *eighths
-> *seven *eighths
-> *eight *eighths
ata *complete

END -> *end

END -> *end *of *message
END -> *end *of *report
END -> #*out

CATO1:Airfields -> CATOla [CATO1b] CATO1lc [CATO1d] CATOle@ CATO1f@

CATO2:Def

CATO3:Comms -> [CATO03a@] CATO3b CATO3c CATO03d CATO3e CATO3f [CATO3g@]

CATO4:Bui
CATO6:Inf

CAT12:Bridges -> CAT12a CAT12b CAT12c [CAT12d] CAT12e CAT12f

CAT15:Rai

B.4.5

Rules removed from the arm.702 grammar to give the arm.530 gramimar:

HUNDREDS
HUNDREDS
HUNDREDS
HUNDREDS
THOUSANDS
THOUSANDS
THOUSANDS
THOUSANDS
NUMBER ->
NUMBER ->
NUMBER ->
NUMBER ->
NUMBER ->
NUMBER ->
NUMBER ->

ences -> CATO02a [CATO2b] CATO2c [CAT02d]

ldings -> CATO4a [CATO4b] CATO4c
antry -> CATO6a [CATO6b] CATO6c

lways -> CAT15a CAT15b CAT15c CAT15d

arm.530

-> DIGIT *hundred

-> TEENS *hundred

-> TENS *hundred

-> TENS DIGIT *hundred
-> DIGIT #*thousand

-> TEENS *thousand

-> TENS *thousand

-> TENS DIGIT *thousand
ZERO

DIGIT

TEENS

TENS

TENS DIGIT

HUNDREDS

HUNDREDS #*and DIGIT
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NUMBER -> HUNDREDS *and TEENS
NUMBER -> HUNDREDS *and TENS

NUMBER -> HUNDREDS *and TENS DIGIT
NUMBER -> THOUSANDS

NUMBER -> THOUSANDS *and DIGIT
NUMBER -> THOUSANDS *and TEENS
NUMBER -> THOUSANDS *and TENS
NUMBER -> THOUSANDS *and TENS DIGIT
NUMBER -> THOUSANDS HUNDREDS

NUMBER -> THOUSANDS HUNDREDS #*and DIGIT
NUMBER -> THOUSANDS HUNDREDS *and TEENS
NUMBER -> THOUSANDS HUNDREDS #*and TENS
NUMBER -> THOUSANDS HUNDREDS *and TENS DIGIT

NUMBER@ -> NUMBER
NUMBER@ -> NUMBER NUMBERQ

NUMBER@ -> NUMBERQ@ *correction NUMBER®

NUMBER@ -> NUMBER@ *repeat NUMBER@
LETTER@ -> LETTER
LETTER@ -> LETTER LETTERQ

LETTER@ -> LETTER@ *correction LETTERGQ

LETTER@ -> LETTER@ *repeat LETTERQ
CATO1a -> AIRFIELD

CATO1a -> STATUS AIRFIELD

CATO1a -> STATUS STATUS AIRFIELD
[CATO1b] ->

[CATO1b] -> QUANTITY [ACTIVITY] *activities
[CATO1b] -> QUANTITY [ACTIVITY] *activity

CATO1c -> [APPROX] NUMBER@ [APPROX]
CATO1c -> [APPROX] NUMBER@ [APPROX]
CATO1c -> [APPROX] NUMBER@ [APPROX]
CATO1c -> [APPROX] NUMBER@ [APPROX]
CATO1c -> [APPROX] NUMBER@ [APPROX]
[CATO1d] ->

[CATO1d] -> *type [APPROX] AIRCRAFT

v

[AIRCRAFT]
[AIRCRAFT]
[AIRCRAFT]
[AIRCRAFT]
[AIRCRAFT]

[CATO1d] -> *of #*type [APPROX] AIRCRAFT

CATO1e@ -> CATO1e
CATO1e@ -> CATOle CATO1le@

*aircraft
*helicopter
*helicopters
*helo

*helos

CATOle -> RUNWAY *heading DIRECTION STATUS STATUS
CATOle -> RUNWAY #*to DIRECTION STATUS STATUS

CATO1f@ -> CATO1f
CATO1f@ -> CATO1f CATO1f@
CATO1f -> WEAPON *defence STATUS

CATO1f -> WEAPON #*defence *to DIRECTION STATUS

CATO1f -> WEAPON #*defences STATUS

CATO1f -> WEAPON #*defences *to DIRECTION STATUS

CATO2a -> [STATUS] WEAPON SITE
[CATO2b] ->
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[CATO2b] -> LOCATION TERRAIN

CATO2¢c -> [PREP] NUMBER@ LAUNCHERS PREP [APPROX] NUMBER@ [APPROX] ROUNDS
CATO2¢c -> [PREP] QUANTITY LAUNCHERS PREP [APPROX] NUMBER@ [APPROX] ROUNDS
[CATO2d] ->

[CAT02d] -> QUANTITY WEAPON *defence

[CAT02d] -> QUANTITY WEAPON *defences

[CATO3a@] ->

[CAT03a@] -> CAT03a@

CAT03a@ -> STATUS

CAT03a@ -> STATUS CAT03a@

CATO3b -> COMMS

CATO3c -> SITE

CATO3c -> SITE STATUS

CATO3d -> QUANTITY ACTIVITY

CAT03d -> GROUP VEHICLES

CATO3d -> QUANTITY VEHICLES

CATO3e -> ANTENNA ANTENNA CONSTRUCTION

CATO3e -> ANTENNA *of ANTENNA CONSTRUCTION

CATO03e -> NUMBER@ ANTENNA *of ANTENNA CONSTRUCTION
CATO3e -> QUANTITY ANTENNA *of ANTENNA CONSTRUCTION
CATO3f -> DIMENSION [APPROX] NUMBER@ MEASURE
[CATO3ge] ->

[CATO3g@] -> CATO3ge

CATO3g@ -> CATO3g

CAT03g@ -> CATO3g CATO3g®

CAT03g -> WEAPONQ@ *capability *to DIRECTION

CATO03g -> WEAPON@ *defence *to DIRECTION

CATO3g -> WEAPON@ *defences *to DIRECTION

CATO3g -> WEAPONQ@ *emplacement *to DIRECTION

CATO4a -> STATUS USE

CATO4a -> STATUS USE SITE

[CAT04b] ->

[CAT04b] -> QUANTITY@ ACTIVITY EVIDENCE

CATO4c -> ACCESS [TRANSPORT] #access

CATO6a -> INFANTRY

CATO6a -> GROUP [STATUS] INFANTRY

CATO6a -> NUMBER@ [STATUS] INFANTRY

CATO6a -> QUANTITY [STATUS] INFANTRY

[CATO6b] ->

[CATO6b] -> STATUS *to DIRECTION

[CATO6b] -> STATUS *to DIRECTION *of *grid *position
[CATO6b] -> STATUS *to DIRECTION *of *grid *ref
[CATO6b] -> HEADING DIRECTION #*speed *unknown
[CATO6b] -> HEADING DIRECTION #*speed [APPROX] NUMBER@ SPEED
[CATO6b] -> HEADING NUMBER@ *degrees *speed *unknown
[CATO6b] -> HEADING NUMBER@ *degrees *speed [APPROX] NUMBER@ SPEED
CATO6¢c -> QUANTITY WEAPON *capability
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CATO6c
CAT12a
CAT12a
CAT12a
CAT12a
CAT12a
CAT12b
CAT12c
CAT12c

-> QUANTITY WEAPON *defences

-> STATUS *bridge OVER

-> STATUS *pontoon OVER

-> STATUS BRIDGE

-> STATUS BRIDGE PREP NUMBER@ SPANS [OF]
-> STATUS BRIDGE PREP QUANTITY SPANS [OF]
-> DIMENSION NUMBER@ MEASURE

-> STRUCTURAL

-> STRUCTURAL SPANS NUMBER@ MEASURE

[CAT12d] ->
[CAT12d] -> CONSTRUCTION MATERIAL
[CAT12d] -> CONSTRUCTION *of MATERIAL

CAT12e
CAT12e
CAT12f
CAT12f
CAT12f
CAT12f
CAT1ba
CAT15b
CAT15b
CAT15c
CAT15c
CAT15c
CAT15c
CAT15c
CAT15c
CAT15c
CAT15c
CAT15c
CAT15c
CAT15c
CAT15c
CAT15d
CAT156d
CAT15d
CAT15d
CAT156d
CAT15d
CAT15d
CAT15d

-> *capacity NUMBER@ TRACKS

-> *capacity NUMBER@ TRACKS TOTAL
-> QUANTITY *defence

-> QUANTITY *defences

-> QUANTITY WEAPON *defence

-> QUANTITY WEAPON #*defences

-> STATUS DEPQT

-> [APPROX]
-> QUANTITY
-> ACTIVITY
-> ACTIVITY
=> ACTIVITY
-> ACTIVITY
=> ACTIVITY
=> ACTIVITY
-> ACTIVITY
=> ACTIVITY
-> ACTIVITY
=> ACTIVITY
-> ACTIVITY
=> ACTIVITY

NUMBER@ WAGONS@
WAGONS@

*activities

*activity

*loading *activities
*loading *activity
*military *activities
*xmilitary *activity
*repalir *activities
*repair *activity
*unloading *activities
*unloading *activity
*loading *of FREIGHT
*unloading *of FREIGHT

-> QUANTITY@ WEAPON *defence

-> STATUS@ WEAPON *defence

-> QUANTITY@ WEAPON *defence *to DIRECTION
-> STATUS@ WEAPON *defence *to DIRECTION

-> QUANTITY@ WEAPON *defences

-> STATUS@ WEAPON *defences

-> QUANTITY@ WEAPON *defences *to DIRECTION
-> STATUS@ WEAPON *defences *to DIRECTION

[ACTIVITY] ->
[ACTIVITY] -> ACTIVITY
[AIRCRAFT] ->
[AIRCRAFT] -> AIRCRAFT
[APPROX] ->

[APPROX] -> APPROX
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[0F] ->
[0F] -> OF
[PREP] ->

[PREP] -> PREP

QUANTITY@ -> QUANTITY

QUANTITY@ -> QUANTITY QUANTITY@
[STATUS] ->

[STATUS] -> STATUS

STATUS@ -> STATUS

STATUS@ -> STATUS STATUS@
[TRANSPORT] ->

[TRANSPORT] -> TRANSPORT
WAGONS@ -> WAGONS

WAGONS@ -> WAGONS PREP [APPROX] NUMBER@ WAGONS@
WEAPON@ -> WEAPON

WEAPON@ -> WEAPON WEAPON@

B.5 Lattices

Word-lattices for 30 ARM reports taken from the S189 corpus [8] were generated and
then decoded to give 100-best lists of alternative hypotheses for each utterance.!

'The word-lattices were generated by Dr K.M. Ponting of the Speech Research Unit, DRA,
Malvern.
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C.1 Theory

The procedure set out in Section 7.4 for decomposing perplexity has been found to
be unstable when implemented in floating-point. The following transformation leads
to an equivalent procedure which does not involve the repeated taking of logs and
raising to powers.

The equations giving uy and vy (see Section 7.4) are rewritten thus

1

log a;
= - iby——,
w Yy ZZ: “ log a;b;

= Ly e Py Sy — o POAY)
Yy 1Og$71P(Y|XZ):E71P(Y:>wy)
= - Y &P(Y|X; u;log x; + log P(Y|Xj) * |
s 5 log z; 4+ log P(Y|X;) 4 log P(Y = wy)

1 log b;
= - b ————
Y Yy Za "log a;b;’
1 . _ « log 2/ P(Y =1
= IS P IX et Py Sy TPV S )
y < log 2 P(Y| X))z} P(Y = wy )
1 v;log z; + log P(Y = wy )

= — 2 wP(Y[X) )
54 log z; + log P(Y|X;) + log P(Y = wy )

given z;, u;, v; and the definitions
s = ) nP(Y[X),
y = sP(Y=uwy),
and

AZ' = "

[

v
Bi = xita

a;, = AZP(Y|XZ),
bi = BZP()/éwy>

The implementation therefore becomes:

1. Initialisation:

P(X7|$)P(X7 :*>in),
log P(X; = wy,)

v = 3

log x;

u;,; = 1—1)7;.

€
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2. Body:
y = SP(Y$MY)7
o vilog z; + log(Y =* wy) )
97 loga; +log P(Y[X;) + log P(Y =~ wy)
0 ifg <0.001 1=12,...
h; = 1 if g; > 0.999
g; otherwise )

1
oy = =N 2 P(Y|X)h,
vy S%:x (Y]Xi)

uy = 1—’Uy.

3. Conclusion:

ys = sz’P($|Xz'),

allowing ug and vg to be calculated as before.

Finally the relative contributions can be calculated thus

Joigam =Y uslogys / Y logys,

corpus corpus

fgrammar = 1 - fbigram .
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D.1 Platform

An implementation of the integrated language model was written in the ¢ program-
ming language on a Silicon Graphics Power Challenge XI. machine running the UNIX
operating system.

The Silicon Graphics Power Challenge XL is rated at (for a clock rate of 75MHz):’

e 108.7 sPECINt92.

e 310.6 SPECIp92.

D.2 Substring Parsing

Performance figures for the implementation of substring parsing are plotted in Fig-
ures D.1 and D.2. The time taken for pruning is negligible.

D.3 Training Algorithm

Performance figures for the implementation of the training algorithm and smoothing
are plotted in Figures D.3 and D.4. The difference between baseline and pruned times
is negligible.

D.4 Scoring Algorithm

Performance figures for the implementation of the scoring algorithm are plotted in
Figures D.5 and D.6. The difference between baseline and pruned times is negligible.

D.5 Trails Algorithm

Performance figures for the implementation of the trails algorithm are plotted in

Figure D.7.

'For comparison a typical Pentium pc running at the same clock rate is rated at 89.1 sprcint92

and 68.5 sPrcfp92.
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Figure D.1: Seconds per sentence taken by the substring parser averaged over 1745
sentences.
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Figure D.2: Seconds per report taken by the substring parser averaged over 349 reports.
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Figure D.3: Seconds per sentence taken
averaged over 1245 sentences.

the training algorithm and by smoothing
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Figure D.4: Seconds per report taken by the training algorithm and by smoothing averaged

over 249 reports.
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Figure D.5: Seconds per sentence taken by the scoring algorithm averaged over 500
sentences.
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Figure D.6: Seconds per reports taken by the scoring algorithm averaged over 100 reports.



IMPLEMENTATION PERFORMANCE CHARACTERISTICS 161

0.25 T T T T T T T
pruned ——
0.2 B
0.15 ;///e/_
g
=
0.1 B
0.05 E
0 1 1 1 1 1 1 1
0 100 200 300 400 500 600 700 800

Rul es

Figure D.7: Seconds per sentence taken by the trails algorithm averaged over 500 sen-
tences.
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